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Abstract

Quantum computers promise to solve problems that today’s machines cannot – simulating
molecules to design new drugs, modeling new materials, breaking the cryptography that
secures the modern internet. What is easy to miss is how much of that promise rests
on classical (non-quantum) hardware. A useful quantum computer cannot run without
quantum error correction (QEC), and error correction demands a classical control system
that drives every qubit, reads it out, decodes its errors, and keeps thousands of qubits
working in concert—all in real time, continuously, for the entire length of a computation. As
quantum machines grow, this classical system grows with them, and threatens to become
the bottleneck that determines whether they scale at all. This dissertation optimizes that
control system from the ground up, so that the classical machine can keep pace with the
quantum one it serves.

First, we target the low-level control and readout hardware that communicates with
the qubits—manipulating their states and measuring them. COMPAQT is a compressed
waveform memory architecture for scalable qubit control. Superconducting qubits are
manipulated using shaped microwave pulses (waveforms) stored in on-chip memory; as the
qubit count grows, streaming these waveforms to the digital-to-analog converters simulta-
neously becomes a bandwidth bottleneck that limits how many qubits a single controller
can drive. COMPAQT reduces this bandwidth using a hardware-friendly discrete cosine
transform paired with run-length encoding, enabling lossless-in-practice compression that
allows a single FPGA-based controller to drive 5× more qubits, and reduces the wave-
form memory footprint in cryogenic ASIC controllers where dissipated power is tightly
constrained. HERQULES is a scalable qubit readout discriminator that achieves high classifi-
cation accuracy without complex hardware. Readout errors in superconducting processors
are dominated by two effects: thermal relaxation, in which a qubit decays from the excited to
the ground state mid-measurement, and crosstalk between frequency-multiplexed readout
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channels. HERQULES addresses both with a two-level hierarchy: matched filters detect
the characteristic IQ-trace signature of a 1→0 relaxation event, and a small on-chip neu-
ral network—consuming less than 8% of FPGA LUTs—handles residual crosstalk, together
achieving a 16.4% improvement in readout fidelity over the state-of-the-art neural network
discriminator.

Second, we present an FPGA-tailored clustering decoder for decoding quantum low-
density parity check (qLDPC) codes (and in general, any stabilizer code). Syndromes
generated for QEC must be processed by the decoder within a tight latency budget. This
latency budget arises due to the need for executing non-Clifford operations on the quantum
computer. When these non-Clifford operations are executed, the decoder must be up to date
with the latest syndrome generated right before the non-Clifford operation. This necessitates
real-time operation of the decoder, and requires the decoder to, on average, decode errors per
error correction round within this latency budget. For superconducting qubits, this budget
can be in the order of 1-2µs, making accelerated hardware decoders necessary. We present
a clustering decoder that uses hardware-friendly computational structures such as systolic
arrays, bitmaps, and fast bitwise operations for decoding, allowing it to be implemented
with ∼ 6% FGPA LUT usage for the [[144,12,12]] bivariate-bicycle qLDPC code.

Third, we introduce system management frameworks for QEC: scheduling decoders and
orchestrating synchronized logical operations. Accelerated decoders are a finite, expensive
resource—a single FPGA decoder can consume the resources of an entire board and decoder
demand is highly non-deterministic: routing distances and lattice surgery operations can
cause demand to spike by up to 50× for just two logical qubits. We propose a two-level
scheduling framework that dynamically allocates a shared pool of decoders across logical
qubits, prioritizing critical decodes that gate non-Clifford computation and using a longest-
queue-first fine-grained policy that reduces the number of decoders needed to prevent
program slowdowns by up to 40% compared to worst-case provisioning. Separately, logical
operations between qubits require their syndrome generation cycles to be temporally
aligned; heterogeneous codes, fabrication defects, and modular architectures all break this
alignment. We show that distributing synchronization idle time across many QEC rounds
(the Active policy) rather than concentrating it immediately before an operation reduces the
logical error rate by up to 2.4×, and a Hybrid policy that combines distributed idling with
additional syndrome rounds extends this to 3.4× for codes with mismatched cycle times.
Both decoder scheduling and synchronization works were evaluated with a surface code and
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lattice surgery architecture in mind, along with the limitations imposed by superconducting
qubits. However, they are broadly applicable ideas, and can be just as easily extended for
other QEC codes, general code surgery, and other qubit technologies.

We also present all software tools and frameworks that were used to evaluate the ideas
presented in this dissertation. First, we define the algorithms implemented for HERQULES,
including the semi-supervised classification subroutine and the training and inference flows
for qubit state classification. Next, we introduce decoder-bench, a decoder benchmarking
framework that is capable of evaluating any decoder for a broad set of quantum error
correcting codes. And finally, we highlight the workflow and heuristics used for provisioning
and scheduling decoders using compiler passes.
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Chapter 1

Introduction

1.1 A Brief History of Quantum Computing

A brief look back in time shows how quantum computing arrived at its current moment,
and why the problems this dissertation addresses are the ones that matter now.

1.1.1 Genesis

The idea of exploiting quantum mechanics for computation emerged in the 1980s. Paul
Benioff showed that quantum-mechanical systems could simulate Turing machines [18].
Independently, Richard Feynman observed that simulating generic quantum systems on
a classical computer demand exponential resources, and Feynman argued that a machine
built from quantum elements might simulate nature more efficiently [79]. David Deutsch
made these intuitions precise in 1985 by defining a universal quantum Turing machine and
the quantum circuit model [67]. The advantage of using quantum computers was further
sharpened in the Deutsch-Jozsa algorithm [68].

The 1990s saw a rapid rise in the popularity of quantum computers. Peter Shor’s 1994
polynomial-time algorithms for integer factoring and discrete logarithms threatened the
foundations of public-key cryptography [226] which spurred more research in subsequent
years. Lov Grover’s 1996 algorithm gave a quadratic speedup for unstructured search [106],
further establishing the potential of the field.

At this point, critics pointed out that noise and decoherence (the process by which
qubits lose their properties) would render any physical devices useless. This criticism was
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immediately addressed by Shor and Steane independently with the first quantum error
correcting codes [227, 239]. The threshold theorem later established that arbitrarily long
quantum computations are possible provided the physical error rate lies below a constant
threshold [2, 138]. David P. DiVincenzo’s criteria defined the conditions necessary for
building a quantum computer capable of running algorithms like Grover search [73]. In the
early 2000s, Kitaev’s topological codes (the surface code in particular) supplied a hardware-
friendly route to fault tolerance [136]. This path has been the dominant basis of architectural
planning ever since.

1.1.2 Breakthroughs in device physics

Translating these abstract (and at that time, theoretical) concepts into hardware required
physical systems in which quantum information could be initialized, manipulated, and read
out with sufficient fidelity; requirements defined by DiVincenzo’s criteria [73].

The earliest demonstrations used nuclear magnetic resonance (NMR), the same physics
that underlies medical MRI, in which the spin states of atomic nuclei within a molecule
serve as qubits. This approach culminated in 2001 with the factoring of the number 15
using Shor’s algorithm; NMR was an invaluable testbed but could not be scaled to many
qubits [261].

Trapped ions soon became a leading platform. Building on the Cirac–Zoller gate proposal
of 1995, these systems hold individual charged atoms in place with electromagnetic fields
and control them with lasers, and they have achieved some of the most accurate single- and
two-qubit operations of any technology [188].

Superconducting circuits advanced especially rapidly. After the first demonstration
of a charge qubit in 1999, the central challenge was building qubits that could hold their
quantum state long enough to compute with. The transmon—a charge qubit redesigned to
be far less sensitive to electrical noise—together with the circuit quantum electrodynamics
(circuit QED) architecture, which couples qubits to on-chip microwave resonators, extended
coherence times (how long a qubit retains its quantum information before it decoheres) by
orders of magnitude in the late 2000s [140, 194]. This progress made superconducting qubits
the leading approach for many large-scale efforts.

In parallel, several other platforms matured into serious competitors: neutral atoms
held in arrays of tightly focused laser beams (optical tweezers), single-electron spins in
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semiconductors, and photonic systems that encode qubits in light. Each strikes a different
balance among qubit connectivity, coherence, and ease of manufacturing. Across roughly
two decades, the field moved from single, short-lived qubits to processors with dozens and
then hundreds of physical qubits, with steady gains in fidelity that finally brought several
platforms below the error threshold required for quantum error correction.

1.1.3 Quantum in the cloud

A pivotal change in the way how researchers and the general public engaged with quantum
computers came about in 2016, when IBM launched its quantum cloud service, providing
free access to small superconducting qubit systems. Comparable services followed from
Amazon Braket, Microsoft Azure Quantum, and others, and a rich ecosystem of open-source
software development kits such as Qiskit, Cirq, PennyLane, and their peers lowered the
barrier to entry still further.

This period coincided with what Preskill named the era of Noisy Intermediate-Scale
Quantum (NISQ) devices: machines large enough to be interesting but too noisy for full error
correction [209]. The response was a class of hybrid, variational algorithms, the variational
quantum eigensolver and the quantum approximate optimization algorithm chief among
them, designed to extract value from imperfect hardware with classical assistance. Easy
access to real quantum computers also opened the way for computer science researchers
to study compilers, error mitigation strategies, and low-level pulse optimizations. This era
also produced the first claims of quantum computational advantage [11].

1.1.4 Experimental demonstrations of quantum error correction

(QEC)

For most of the NISQ period, error correction existed largely on paper and in small proof-
of-principle experiments. The goal of QEC is to combine many noisy physical qubits into
fewer, far more reliable logical qubits. An early milestone was reaching the break-even point,
at which such an encoded logical qubit finally outlives its best individual physical qubit; this
was first achieved using bosonic codes, which spread the information across the many energy
levels of a single superconducting microwave cavity rather than across separate qubits [200].
Attention then turned to the surface code—the leading QEC scheme—and to related families
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of codes. In 2023, IBM demonstrated the heavy-hex code on its hardware [246], while Google
refined the surface code and showed something pivotal: increasing the number of physical
qubits used to encode a logical qubit actually reduced its error rate [5].

This is the defining signature of working error correction: adding redundancy yields a
more reliable qubit, rather than merely more noise to track. Google reinforced the result
in 2024 on its 105-qubit Willow chip [6], and color codes (an alternative code family) were
subsequently demonstrated on the same hardware [145].

Other platforms pushed in a complementary direction: encoding many logical qubits at
once and computing with them. Neutral-atom arrays ran algorithms on dozens of logical
qubits using transversal gates—operations applied to all the physical qubits of a code in
parallel, a naturally fault-tolerant strategy—and a Microsoft–Quantinuum collaboration
produced logical qubits whose error rates fell far below those of their underlying physical
qubits [25, 53]. By 2025 these threads came together: a single neutral-atom device combined
all the essential ingredients of fault-tolerant computing—error-corrected memory operating
below threshold, logical entangling gates, a route to universal computation via quantum
teleportation, and the ability to reuse qubits within a running computation [26].

1.1.5 The scaling era

With promising experimental demonstrations in the past few years, we have now entered
the era of scaling – building large-scale quantum computers with thousands of qubits
for running quantum error correction. Building these large-scale systems will enable the
development of more useful algorithms that exploit the advantages offered by quantum
computers. Aggressive roadmaps for achieving these utility-scale systems have emerged
from Google [102], IBM [122], Quantinuum [210], and QuERA [211]. Resource estimation
studies further lend motivation to these roadmaps. For example, the total physical qubit
cost of running Shor’s factoring algorithm dropped by 20× for superconducting qubits from
2021 [97] to 2025 [96] due to advances in QEC theory and algorithms, and Cain et al. showed
that factoring could be performed with as few as 10,000 reconfigurable atomic qubits [37].
This last pivotal result is aided by advances in quantum low-density parity check (qLDPC)
codes [29, 280], which increases the number of logical qubits encoded per physical qubit
(code rate). With further advances in QEC, these physical qubit requirements will reduce
further, allowing fault-tolerant quantum computers to be built in the next decade, if not the
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next half-decade.

1.2 Contributions

The scaling era introduces not just more qubits, but an entire classical control infrastructure
that must scale alongside the quantum hardware. As with any computing paradigm, these
challenges are best understood through the lens of abstraction: each layer in the quantum
computing stack addresses a distinct set of problems, building on the guarantees offered by
the layer below. Figure 1.1 illustrates this stack for a fault-tolerant quantum computer and
marks the layers addressed by this dissertation.

Quantum Hardware

Qubits · Couplers · Interconnects · Amplifiers

Low-level Control & Readout

COMPAQT · HERQULES

Decoders

Clustering Decoder for Quantum LDPC Codes

System Management

Decoder Scheduling · Logical Qubit Synchronization

Compilers

Mapping & Routing · IR · Program Synthesis

Algorithms

Factoring · Quantum Chemistry · Quantum Simulations

Ch. 3

Ch. 4

Ch. 5

This

dissertationA
bs
tr
ac
tio

n
le
ve
l

Figure 1.1: The quantum computing control stack. Layers shaded in blue represent the
contributions of this dissertation (Chapters 3–5).

At the foundation sits the quantum hardware: the physical qubits, couplers, and inter-
connects that store and process quantum information. Directly above, the low-level control
and readout layer generates the microwave or optical pulses that implement quantum gates
and measures the qubits’ states at the end of each error correction cycle. The syndrome bits
produced by these measurements are passed upward to the decoder layer, which identifies
and corrects physical errors before they accumulate into logical faults. Above the decoders, a
system management layer orchestrates the full ensemble of logical qubits: it allocates a finite
pool of accelerated hardware decoders across competing logical qubits and ensures that
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patches participating in joint operations remain temporally aligned. Compilers above this
layer translate high-level quantum programs into sequences of logical operations compatible
with the underlying QEC code and device layout, and at the very top, quantum algorithms
exploit the reliable logical qubits that the lower layers collectively provide. This dissertation
addresses the three layers highlighted in Figure 1.1—low-level control and readout, decoding,
and system management. These layers also constitute the classical control system of any
fault-tolerant quantum computer. The general theme across this dissertation is to make the
classical control system more scalable for facilitating fault-tolerant quantum computing.

While Figure 1.1 shows where each contribution sits in the stack, it does not convey
how broadly each one applies. The contributions differ in this regard. COMPAQT and
HERQULES are anchored in a specific qubit technology—superconducting qubits—but the
principles behind them reach outward to other technologies. Conversely, the clustering
decoder, decoder scheduling, and synchronization policies are anchored in a specific QEC
code or setting used for evaluation, yet are agnostic to the underlying qubit technology
and generalize across code families. Figure 1.2 makes this distinction explicit: for each
contribution, the solid segment marks the scope in which it is evaluated in this dissertation,
while the lighter segment marks the scope to which its underlying principle generalizes.

compaqt SC control neutral atom, quantum dot

herqles SC readout neutral atom

Technology-anchored→ reaches other technologies

Clustering decoder qLDPC / BB any stabilizer code

Decoder scheduling surface, LS any code / decoder

Synchronization surface, SC+NA any code, any technology

Code-anchored, technology-agnostic→ reaches other codes

Specific General
Evaluated in this dissertation Generalizes in principle

Figure 1.2: Generalization scope of each contribution. compaqt and herqles are anchored
in superconducting (SC) hardware but their principles reach other qubit technologies;
the clustering decoder, decoder scheduling, and synchronization policies are technology-
agnostic and generalize across QEC codes beyond the ones used for evaluation. Solid
segments denote the evaluated scope; lighter segments denote the scope to which the
underlying principle generalizes. (LS: lattice surgery; NA: neutral atom; BB: bivariate
bicycle.)
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We now summarize the contributions of this dissertation.

1.2.1 Scalable qubit control and readout (Chapter 3)

The first set of contributions of this dissertation focus on the lowest level of the quantum
computing stack. As the number of physical qubits increase, the classical hardware required
to manipulate their states (control) and read them out (readout) must scale proportionally.
Current experimental setups use ad-hoc, brute-force approaches for scaling this low-level
control hardware, and while this may not be problematic for systems with less than a thou-
sand qubits, utility-scale quantum computers requiring more than ten thousand qubits will
require more refined scaling techniques. We propose two optimizations to the control and
readout pipeline of superconducting qubits, called COMPAQT and HERQULES respectively.

COMPAQT: Compressed waveform memory for scalable qubit control. Every gate
applied to a superconducting qubit is implemented as a shaped microwave pulse whose
envelope (the waveform) is stored in on-chip memory and streamed to a digital-to-analog
converter (DAC) at sampling rates exceeding 4GS/s per channel. As the qubit count grows,
the memory bandwidth required to drive all DACs simultaneously becomes the primary
bottleneck: a hundred-qubit machine requires over 2 TB/s of waveform memory bandwidth,
far exceeding what a single RFSoC or ASIC controller can sustain. COMPAQT resolves this
by compressing waveforms using a hardware-friendly integer discrete cosine transform
(DCT) paired with run-length encoding, decompressing samples on-the-fly at DAC speed.
Because the compression is lossy, we characterize the fidelity loss carefully and show it is
negligible for practical gate sets. The bandwidth reduction translates directly to scalability:
a single RFSoC-based controller running COMPAQT can drive 5× more qubits than an
uncompressed baseline, and in cryogenic ASIC controllers, where every milliwatt counts,
the smaller waveform memory footprint reduces dissipated power within the dilution
refrigerator’s strict cooling budget.

HERQULES: High-fidelity hardware efficient qubit readout using low-dimensional

traces. Qubit readout is among the most error-prone operations in superconducting
processors: on a 127-qubit IBM system, assignment error rates span from ∼0.1% to over
10% per qubit, driven by two dominant mechanisms. The first is thermal relaxation: during
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the readout pulse, a qubit in the excited state can decay to the ground state, producing a
signal trace whose shape is distinctly different from a qubit that was in the ground state
all along. The second is readout crosstalk: when many qubits share a multiplexed readout
channel, their resonator signals interfere and distort one another’s classified state. Existing
neural-network discriminators can handle both effects but require networks large enough
to run in software off the control FPGA, adding communication latency that is incompatible
with fast QEC feedback. HERQULES breaks this accuracy–latency tradeoff with a two-stage
hierarchy: lightweight matched filters identify the characteristic signature of a mid-readout
1→ 0 relaxation event, and a very small fully-connected neural network—consuming less
than 8% of the LUTs on a commercial FPGA—handles residual crosstalk correction entirely
on-chip. Together, these stages achieve an overall readout fidelity 16.4% better than the
state-of-the-art neural network discriminator while remaining orders of magnitude more
resource-efficient.

While both optimizations were developed and evaluated on superconducting qubit
systems, their underlying principles extend naturally to other qubit technologies: modulated
waveform envelopes are used for gate control in neutral atom and quantum dot systems,
making COMPAQT’s compression strategy directly applicable, and the hierarchical matched-
filter approach in HERQULES generalizes to any readout paradigm in which state-dependent
signal traces can be characterized and filtered, such as neutral atoms [190].

1.2.2 Accelerated decoders for QEC (Chapter 4)

Every syndrome generated by the readout hardware must be decoded before the next round
of syndrome measurements completes—a hard budget of roughly 1µs on superconducting
platforms. If the decoder consistently exceeds this budget, unprocessed syndromes accumu-
late without bound and stall the computation; non-Clifford gates impose an even stricter
constraint, since the Pauli frame cannot be updated until the decoder has resolved the
accumulated syndrome and returned a correction, forcing the data qubit to stall. Quantum
LDPC codes compound this difficulty: their dense check matrices make minimum-weight
perfect matching inapplicable, and belief propagation (BP) frequently fails to converge on
degenerate codes where many distinct low-weight error configurations share the same
syndrome. We present a clustering decoder tailored for FPGA implementation that uses BP
as a pre-decoder : faults with high BP confidence are accepted immediately, while uncertain
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faults seed an initial set of clusters together with unsatisfied syndrome nodes. Clusters
are grown and merged using bitwise operations on compact bitmap representations—a
format that maps directly onto FPGA logic—and cluster validity is decided by a systolic
linear-system solver over F2 that achieves linear runtime complexity. The resulting decoder
occupies only 6% of the LUTs on a Xilinx VU19P FPGA for the gross bivariate-bicycle qLDPC
code—significantly less than competing approaches—and generalizes to any stabilizer code
whose decoding graph can be expressed as a binary check matrix.

1.2.3 Systems for quantum computers (Chapter 5)

Elastic decoder scheduling for large-scale fault-tolerant systems. A single logical
qubit requires a dedicated real-time decoder running continuously; at scale, a fault-tolerant
machine running hundreds of logical qubits would naively require hundreds of accelerated
hardware decoders—each consuming nearly the full resources of an FPGA or ASIC. This
provisioning problem is compounded by the non-uniformity of decoder demand: patches
idling as logical memory need far less decoding capacity than patches participating in an
active lattice surgery operation, and the routing distances required by that surgery can
cause decoder demand to spike by up to 50× for just two logical qubits. Static allocation
strategies fail at both extremes: provisioning for the worst case wastes hardware that sits
idle most of the time, while provisioning for the average case introduces slowdowns of
up to 10× when demand spikes. We address this with a two-level scheduling framework
that treats decoders as a shared, finite pool allocated dynamically across logical qubits.
Coarse-grained scheduling prioritizes critical spatial decodes arising from non-Clifford
gates—where decoding latency directly gates computation—over non-critical temporal
decoding tasks. Fine-grained scheduling then distributes remaining decoder capacity using
a minimize longest undecoded sequence (MLS) policy that greedily prevents any logical qubit
from falling too far behind. Across 27 fault-tolerant benchmarks, MLS reduces the number of
decoders required to prevent any program slowdown by up to 40% compared to worst-case
provisioning and up to 19% compared to round-robin scheduling, with 10–40% savings
preserved even under realistic log-normal decoder tail latency distributions.

Synchronization policies for interacting logical qubits. A logical operation between
two patches—a lattice surgery merge, a magic state injection, a logical CNOT—requires the



10

syndrome generation cycles of both patches to be aligned in time before the merge can begin.
In a homogeneous system this alignment is guaranteed, but practical fault-tolerant machines
will inevitably be heterogeneous: magic state factories based on color or qLDPC codes have
different cycle times than surface code data qubits, circuits adapted for fabrication defects
may run at non-standard rates, and chiplet-based modular architectures introduce boundary
latencies that accumulate over time. When two patches are desynchronized by a slack τ,
the simplest response is to idle the leading patch until the lagging one catches up—but
concentrated idling spikes the syndrome Hamming weight during the subsequent lattice
surgery operation, directly increasing the logical error rate. We show that distributing the
same total slack evenly across the d syndrome rounds preceding the merge—the Active
policy—suppresses this Hamming weight spike and achieves up to 2.4× reduction in logical
error rate compared to concentrated idling. When the two patches have different cycle
times, a Hybrid policy that combines a small number of additional syndrome rounds with
distributed idling reduces the residual slack further, achieving up to 3.4× LER reduction
at code distance d = 15. On neutral atom platforms, where long coherence times make
idling errors comparatively cheap, Active or Passive synchronization is always preferable—
the extra rounds required by the Hybrid policy increase the logical error rate rather than
reducing it.

These scheduling and synchronization approaches were developed within a specific
context of surface code lattice surgery. However, they can be generalized beyond the surface
code, and beyond superconducting qubits as well. For example, the decoder scheduling
policies presented in this dissertation use insights based on the serial nature of quantum
programs and how logical operations can make decoder demand non-deterministic. These
insights will hold true for other QEC codes and decoder configurations as well, allowing this
work on making decoders elastic broadly applicable. Similarly, the synchronization policies
can be applied for any combination of codes for any qubit technology. While we show the
trade-offs of the different policies primarily for superconducting qubits, our evaluations
cover neutral atom platforms as well.

1.3 Organization

This dissertation is organized as follows:
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• We provide necessary background in Chapter 2.

• In Chapter 3, we present COMPAQT and HERQULES: two optimizations to the control
and readout pipelines for superconducting qubits to make them more scalable (based
on [177] and [176]).

• In Chapter 4, we present an FPGA-tailored clustering decoder for quantum LDPC
codes (based on [173]).

• In Chapter 5, we present two system management techniques for managing decoders
and orchestrating synchronized logical operations between logical qubits (based
on [174] and [178]).

• We highlight work related to this dissertation in Chapter 6.

• Finally, we summarize this dissertation and discuss potential future work in Chapter 7.

• Appendix A highlights some software tools and frameworks developed for evaluating
different parts of this dissertation.
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Chapter 2

General Background

Quantum computing promises to accelerate the computation of certain classes of problems.
First proposed by Richard Feynman in 1982 [79], quantum computing has advanced rapidly
in the last decade. In this chapter, we provide a general background on quantum computing,
including the basics of qubits and quantum gates, the challenges of noise in quantum
computers, the principles of quantum error correction, and the role of classical control in
quantum computing. This background will set the stage for the more specific topics covered
in subsequent chapters.

2.1 The Quantum and Classical Worlds

Classical physics describes the world at the scale of everyday objects: matter has defi-
nite properties, systems evolve predictably, and the outcome of any measurement can,
in principle, be known with certainty given enough information about the system. This
deterministic picture underlies all of classical computing, where information is represented
by physical states that are always well-defined. Quantum mechanics, developed in the early
20th century to account for phenomena classical theory could not explain, replaces definite
states with probability amplitudes: systems can exist in superpositions of configurations,
certain observables take only discrete values, and measurement is intrinsically probabilistic.
This underlying distinction in physics is what motivates the corresponding distinction in
computing hardware. Throughout this dissertation, the terms classical and quantum refer
to categories of hardware rather than to physical theories. Classical hardware denotes any
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computing substrate whose state evolution is described by deterministic or probabilistic
logic over definite bit values: general-purpose CPUs, GPUs, FPGAs, ASICs, memory systems,
interconnects. Quantum hardware denotes, specifically, the qubit substrate itself — the
physical devices whose state is described by quantum amplitudes and which execute the op-
erations of a quantum program. Under this convention, a fault-tolerant quantum computer
is a hybrid system: a quantum processor surrounded by, and continuously interacting with
a substantial classical infrastructure.

2.2 Qubits

Devices we use every day, such as smartphones and laptops, utilize bits as the fundamental
units of information. These classical bits are binary in nature – they can be either 0 or 1
at any given time. Analogous to these classical bits, quantum computers use quantum bits
(qubits) as their fundamental units of information.

Qubits are two-level systems, where the first state corresponds to the computational ‘0’
state and the second state corresponds to the computational ‘1’ state. In quantum mechanics,
these ‘levels’ correspond to energy levels, where the lower energy level is the ground
state of a qubit and the higher energy level is an excited state. Qubits are mathematically
described usingDirac’s Bra-Ket notation, a reflection of the linear algebraic formalism used in
quantum mechanics which underpins quantum computing. Using the Bra-Ket notation, the
computational states of a qubit are |0⟩ and |1⟩, and arbitrary qubit states can be represented
as |ψ⟩= a|0⟩+b|1⟩. A general qubit state |ψ⟩= a|0⟩+b|1⟩ encodes information through
two distinct properties of its complex coefficients a,b ∈ C. Writing each in polar form as
a= |a|eiϕa and b= |b|eiϕb , the moduli |a| and |b| determine the measurement probabilities
(Pr[0] = |a|2, Pr[1] = |b|2), while the relative phase ϕ=ϕb−ϕa encodes additional quantum
information. Only the relative phase is physically observable: multiplying the entire state by
a global phase eiα leaves all measurement outcomes unchanged. Errors on qubits can corrupt
either property. A bit-flip error swaps the amplitudes of |0⟩ and |1⟩, while a phase-flip error
negates the relative phase between them. For example, the state |ψ⟩ = 1√

2(|0⟩+e
iπ/4|1⟩)

has equal measurement probabilities for both basis states and a relative phase of π/4; a
phase-flip error would transform this to 1√

2(|0⟩−e
iπ/4|1⟩), leaving probabilities unchanged

but corrupting the phase. As we discuss in Section 2.8, quantum error correction must
protect against both error types.
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Unlike classical bits, qubits can exist in a superposition of states, where superposition
refers to qubits existing in a linear combination of states rather than either of |0⟩ or |1⟩. This
means that a qubit with an arbitrary state |ψ⟩= a|0⟩+b|1⟩ is probabilistic – if this qubit in
superposition is measured repeatedly, it would measure as |0⟩ with a probability of |a|2 and
|1⟩ with a probability of |b|2. Since qubits represent two-level systems, |a|2+ |b|2 = 1.

Qubits can also be entangled, which is a unique property of quantum systems. Entangle-
ment refers to the phenomenon where the state of one qubit is dependent on the state of
another qubit, even if they are physically separated. For example, consider two qubits in
the state |ψ⟩= 1√

2(|00⟩+ |11⟩). This state is an example of a Bell state, which is a maximally
entangled state of two qubits. In this state, if we measure the first qubit and find it in
the state |0⟩, we immediately know that the second qubit is also in the state |0⟩, without
measuring it. Similarly, if we measure the first qubit and find it in the state |1⟩, we know that
the second qubit is also in the state |1⟩. This correlation between the states of the two qubits
is a hallmark of entanglement and is a key resource for quantum computing. Entanglement
allows quantum computers to perform certain computations more efficiently than classical
computers, as it enables quantum algorithms to explore a larger computational space than
classical algorithms.

2.3 The Bloch Sphere

The state of a qubit can be represented by Bloch spheres, as shown in Figure 2.1. The
computational basis states of a qubit (|0⟩, |1⟩) lie on the north and south poles of the sphere.
An arbitrary qubit state |ψ⟩ = a|0⟩+b|1⟩ is then a vector pointing to a particular point
on the Bloch sphere. Any change/modification to the qubit’s state then rotates this vector
along one or more axes (X/Y/Z) of the Bloch sphere.

2.4 Quantum Gates

Quantum gates are the fundamental unitary1 operations that drive quantum algorithms.
Quantum gates can operate on one or more qubits at a time. When a quantum gate is applied

1A unitary operator U is one whose inverse is equal to its complex-conjugate transpose such that
UU∗ =U∗U= I



15

|0⟩

|1⟩

|+⟩
|−⟩

|ψ⟩

Figure 2.1: Bloch sphere representation of a qubit state.

on multiple qubits, it is generally used as an entangling operation. Entanglement refers to
creating correlated qubit states, and two/multi-qubit gates are essential. We will describe
some commonly used single- and two-qubit gates, including commonly used groups such
as Paulis and Cliffords.

A qubit in an arbitrary state |ψ⟩= a|0⟩+b|1⟩ can be represented linear algebraically as:

|ψ⟩=

(
a

b

)
(2.1)

Here, the rows of the matrix correspond to the possible basis states of the qubit. For a
single qubit, those states are |0⟩ and |1⟩. In general, for an n-qubit state, there will be 2n

possible basis states, and thus rows in the matrix.

2.4.0.1 Single-qubit gates

Single-qubit gates operate on a single qubit, and result in rotation of the qubit’s vector
around one or more axes of the Bloch sphere. Some commonly used single-qubit gates are:

The Pauli group: Pauli gates form a fundamental set of operations that rotate a qubit’s
state on the Bloch sphere by 180 degrees. The three Pauli gates are the X, Y, and Z gates,
which rotate the qubit’s state along the X, Y, and Z axis of the Bloch sphere respectively.
The unitary representations of the three Pauli gates are:

X=

(
0 1
1 0

)
; Y =

(
0 −i

i 0

)
; Z=

(
1 0
0 −1

)
(2.2)
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As an example, consider a qubit in an initial ground state of |ψ⟩= |0⟩. The effect of a
Pauli-X gate applied on this qubit will be as follows:

|ψ⟩=

(
1
0

)
; X=

(
0 1
1 0

)

X|ψ⟩=

(
0 1
1 0

)(
1
0

)
=

(
0
1

)
The effect of a Pauli-X gate can also be seen through the Bloch sphere representation of

a qubit, as shown in Figure 2.2. The X gate is the quantum equivalent of the NOT gate used
in conventional digital logic.

Pauli gates have special properties, the chief among which is that they anti-commute:
ZX = iY = −XZ. This property will be important later when we discuss quantum error
correction.

|0⟩

|1⟩ Before

X

|0⟩

|1⟩ After
Figure 2.2: The Pauli-X gate maps |0⟩ to |1⟩ via a π rotation around the X-axis. The gray
vector on the right shows the initial state before the gate.

The Hadamard gate: The Hadamard gate performs a rotation of 180 degrees around the
(X+Z)/

√
2 axis of the Bloch sphere. Its unitary representation is:

H=
1√
2

(
1 1
1 −1

)

The Hadamard gate is used to create superposition states. As an example, we show the
effect of the Hadamard gate on an initial state of |ψ⟩= |0⟩:
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|ψ⟩=

(
1
0

)
; H=

1√
2

(
1 1
1 −1

)

H|ψ⟩= 1√
2

(
1 1
1 −1

)(
1
0

)
=

1√
2

(
1
1

)

A final state of |ψ⟩= 1√
2

(
1
1

)
shows that both basis states |0⟩, |1⟩ are equally probable

with a probability of |a|2 = |b|2 = 1/2. This represents an equal superposition state.

|0⟩

|1⟩ Before

H

|0⟩

|1⟩

|+⟩

After
Figure 2.3: The Hadamard gate maps |0⟩ to |+⟩ = 1√

2(|0⟩+ |1⟩), corresponding to a π
rotation around the (X+Z)/

√
2 axis (red).

The Bloch sphere visualization of the H gate is shown in Figure 2.3. The H gate rotates
the qubit’s vector to a point on the equatorial plane – a measurement of this state would
yield |0⟩ and |1⟩ 50% of the times, since the vector of the qubit’s state is equidistant from
both poles on the Bloch sphere.

The S gate: The S gate is a pure phase gate, as in it has no change on the measured state
of a qubit. The S gate rotates the state of a qubit by 90 degrees around the Z-axis of the
Bloch sphere. Since it only rotates the state by half of that of the Pauli-Z gate, it follows the
identity S2 = Z. The unitary representation of an S gate is:

S=

(
1 0
0 i

)
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The T gate: The T gate is an operation given by the unitary:

T =

(
1 0
0 ei

π
4

)

It results in a rotation of 45 degrees around the Z axis of the Bloch sphere. The T gate
is a non-Clifford gate, which means that it cannot be efficiently simulated on a classical
computer.

2.4.0.2 Two-qubit gates

Two-qubit gates are crucial for introducing interactions between qubits. The joint state of
two qubits can be represented as: |ϕ⟩= a|00⟩+b|01⟩+c|10⟩+d|11⟩. The matrix represen-
tation of this state is then:

|ϕ⟩=


a

b

c

d


Here, each row of the matrix corresponds to the |00⟩, |01⟩, |10⟩, and |11⟩ states respectively.

The CNOT gate: The controlled-NOT (CNOT or CX) gate is a two-qubit gate that uses one
qubit as the control and the second qubit as the target. The CNOT gate applies a Pauli-X
gate on the target if and only if the control qubit is in state |1⟩. The unitary matrix of the
CNOT gate is:

CX=


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0


As an example, let’s consider an initial joint two-qubit state |ϕ⟩= |10⟩. Here, the first

qubit (the control) is in state |1⟩ and the target qubit is in state |0⟩. The application of the
CX gate then affects this initial state as:
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|ϕ⟩=


0
0
1
0

 ; CX=


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0



CX|ϕ⟩=


1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0



0
0
1
0

=


0
0
0
1



The final state |ϕ⟩ =


0
0
0
1

 corresponds to the state |11⟩ – the target qubit has been

flipped from |0⟩ to |1⟩.

2.4.0.3 Clifford and non-Clifford gates

Clifford gates are an important classification of quantum gates because they can be simulated
efficiently on a classical computer. In general, a gate U belongs to the Clifford group if
UPU† belongs to the Pauli group, for some Pauli gate P. Here, U† represents the conjugate
transpose (Hermitian adjoint) of the unitary U. Some common Clifford gates are the H, CX,
and S gates. For example, HXH† = Z.

Non-Clifford gates are gates for which there exists at least one Pauli P for which UPU†

does not belong to the Pauli group. The most commonly used non-Clifford gate is the T
gate. The T gate’s conjugation on Pauli-X demonstrates its non-Clifford nature:

TXT † =
1√
2
(X+Y) (2.3)

This result is not a Pauli operator, confirming T is non-Clifford. As mentioned earlier,
non-Clifford gates are important because they enable quantum computers to perform
computations that are believed to be intractable for classical computers. In other words,
they ensure universality of the quantum gate set, which is a necessary condition for a
quantum computer to be able to perform any arbitrary quantum computation. A key feature
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of non-Clifford gates is that they cannot be efficiently simulated on a classical computer, as
stated in the Gottesman-Knill theorem [105], which is why they are essential for achieving
quantum advantage.

2.4.0.4 Summary

A summary of commonly used gates and their symbols, unitaries are given below in Table 2.1.

Gate Circuit Unitary Matrix

X X

[
0 1
1 0

]
Y Y

[
0 −i
i 0

]
Z Z

[
1 0
0 −1

]
H H

1√
2

[
1 1
1 −1

]
S S

[
1 0
0 i

]
P(ϕ) P(ϕ)

[
1 0
0 eiϕ

]
T T

[
1 0
0 eiπ/4

]

CX

1 0 0 0
0 1 0 0
0 0 0 1
0 0 1 0


CZ

Z

1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 −1


SWAP

1 0 0 0
0 0 1 0
0 1 0 0
0 0 0 1



Toffoli



1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 0 1 0 0 0 0 0
0 0 0 1 0 0 0 0
0 0 0 0 1 0 0 0
0 0 0 0 0 1 0 0
0 0 0 0 0 0 0 1
0 0 0 0 0 0 1 0


Table 2.1: Common quantum gates with circuit symbols and unitary matrices.
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2.4.1 Measuring qubits

Qubits can exist in a variety of superposition and entangled states. However, whenmeasured,
the state of every qubit collapses to 0 or 1 with some probability. As shown in Figure 2.4,
measurements of qubits are depicted by a "meter" symbol. In general, qubits are generally
measured in the Z basis, which means that the state of the qubit collapses to the nearest
pole on the Bloch sphere. Other measurement bases are X and Y, which correspond to
measurements about the X and Y axes of the Bloch sphere.

Quantum world Classical world

|ψ⟩
qubit wire classical wire 0 or 1

Figure 2.4: Quantum measurement collapses the qubit |ψ⟩ into a classical bit, yielding
outcome 0 or 1. The single wire carries quantum state; the double wire carries a classical
value.

2.4.2 Quantum circuits

Quantum circuits combine gates and measurements to implement quantum algorithms. An
example is shown below, which combines two-qubit gates and operations conditioned on
measurement outcomes:

X

U

2.5 Quantum Computers are Noisy

Quantum devices are extremely error-prone. Error rates on quantum computers are orders
of magnitude higher than that in conventional digital hardware. For example, a conventional
DRAM chip fails once every few billion accesses, while the best quantum devices face an
error once in a few hundreds to thousands of operations. This disparity in error-rates is the
primary reason for the need of quantum error correction (QEC).
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Noise affecting qubits has different classifications. We summarize some well-studied
noise sources below.

2.5.1 Gate errors

Every gate (X,Y,Z,CX etc.) has some error associated with it. Most single-qubit gates have
high fidelities (fidelity is the opposite of the error rate, it measures the degree of success of
the operation) on most qubit technologies. Two-qubit gates are relatively more error-prone
than single-qubit gates.

2.5.2 Decoherence

Qubits are inherently unstable because they are open quantum systems that interact with
their environment. Decoherence refers to the gradual loss of stored quantum information
over time. Two primary mechanisms are studied: relaxation and dephasing. Relaxation
(characterized by time constant T1) causes a qubit in the |1⟩ state to spontaneously decay to
|0⟩. Dephasing (characterized by time constant T2) causes the relative phase between |0⟩
and |1⟩ to fluctuate randomly, destroying superpositions. Even idle qubits are subject to
decoherence, which limits the maximum useful duration of any quantum computation.

2.5.3 Measurement errors

Readout operations on qubits are also imperfect. In many technologies, measuring a qubit
in |0⟩ can yield an outcome “1” with some probability, and similarly a qubit in |1⟩ may be
misclassified as “0”. In addition to such mis-classification, imperfect reset operations can
leave residual population in the wrong state, effectively introducing preparation errors.
These errors directly corrupt the outcomes of quantum algorithms and, more critically, can
mislead QEC decoders during syndrome extraction.

2.5.4 Leakage

Ideally, qubits operate within a two-dimensional Hilbert space spanned by |0⟩ and |1⟩.
However, most physical qubits naturally have access to higher energy levels or additional
states. Leakage occurs when a qubit leaves the computational subspace and occupies one
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of these unwanted states. Unlike standard bit-flip or phase-flip errors, leakage cannot be
handled directly by conventional QEC codes, and leaked qubits can disrupt multi-qubit
gates they participate in. Specialized techniques such as leakage-reduction units or active
resets are often needed to mitigate this effect.

2.5.5 Crosstalk

In practice, qubits are not perfectly isolated from one another. Crosstalk refers to unwanted
interactions between qubits or their control lines. For example, driving a gate on one qubit
can unintentionally induce a small rotation on a neighboring qubit, or residual couplings can
cause correlated errors across multiple qubits. Crosstalk is especially problematic because
most QEC codes assume that errors occur independently across qubits. When errors become
correlated, the effective logical error rates are significantly worse than predicted by simple
independent-noise models.

2.6 Qubit Technologies

Similar to the early days of conventional computing when digital logic used different
underlying technologies such as BJTs and MOSFETs, qubit technologies today are also
varied. A summary of major qubit technologies is given below:

At present, there is no clear winner among the different qubit technologies. However,
superconducting and neutral atom technologies are at the forefront of all technologies.
Superconducting qubits offer fast gate times and can leverage existing fabrication methods
for scaling, but are very error-prone. Neutral atoms on the other hand are slower, but offer
significantly better error rates.

2.7 Noisy Intermediate-Scale Quantum (NISQ) Era

The current generation of quantum computers is often referred to as Noisy Intermediate-
Scale Quantum (NISQ) devices. These systems typically have between 50 and a few hundred
qubits, but suffer from high error rates and limited coherence times. NISQ devices are not
yet capable of performing error correction, and thus cannot run long quantum algorithms
reliably. However, they provide a valuable platform for exploring quantum algorithms,
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Qubit Type Key Players Highlights and Advantages

Superconducting IBM, Google, Rigetti Fast gate speeds and scalable fabrication. IBM’s
Condor chip surpassed 1,000 qubits.

Trapped Ion IonQ, Quantinuum High-fidelity gates and long coherence times.
IonQ achieved >99.9% two-qubit gate fidelity.

Photonic PsiQuantum Operates at room temperature with potential
for massive scalability. Utilizes ultra-low-loss
photonic chips.

Topological Microsoft (research) Employs Majorana zero modes for error-
resilient qubits. First 8-qubit prototype demon-
strated in 2025.

Neutral Atom QuEra, PASQAL Uses arrays of optically trapped atoms. Offers
flexible connectivity and scalability via Rydberg
interactions.

Table 2.2: Qubit technologies and their attributes.

q1

q2

q3

H Ry(θ1)

Rz(θ2)

Rx(θ3)

Quantum circuit 010

110

010

001

110

010
...

Outcomes

p

000 010 100 110
Bitstring

Probability distribution

measure
×N shots

aggregate

Figure 2.5: General NISQ algorithm workflow. A parameterized quantum circuit is executed
and measuredN times (shots). The bitstring outcomes are tallied and normalized to produce
a probability distribution over measurement results, which a classical optimizer uses to
update the circuit parameters θ.
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benchmarking hardware performance, and developing error mitigation techniques. NISQ
algorithms include variational quantum eigensolvers (VQE) for chemistry simulations,
quantum approximate optimization algorithms (QAOA) for combinatorial problems, and
quantum machine learning models. Figure 2.5 shows a general overview of how NISQ
programs are executed: a classical optimizer (such as Adam, COBYLA) sweeps different
values of a set of parameters, and each configuration is run for thousands of shots to
generate a probability distribution. The optimizer keeps adjusting parameters until the
distribution is as close as possible to the ideal. While NISQ devices are unlikely to achieve
quantum advantage for practical applications, they are an essential stepping stone towards
the development of fault-tolerant quantum computers.

2.8 Quantum Error Correction

Quantum error correction (QEC) is a set of techniques designed to protect quantum informa-
tion from errors due to noise and decoherence. QEC works by encoding logical qubits into a
larger number of physical qubits, allowing for the detection and correction of errors without
directly measuring the quantum information. While a thorough, theoretical treatment
of QEC is beyond the scope of this chapter, we will briefly introduce the concept and its
importance in quantum computing.

Many physical qubits

Syndrome
Generation

Circuits

Syndromes

001001000001

001001000001

001001000001

001001000001

001011000001

001011000001

Measure
subset of

qubits

Check/measure qubits

Decode
Few logical qubits

Figure 2.6: A general QEC cycle: physical qubits are encoded into logical qubit(s) by
executing syndrome generation circuits, after which a subset of qubits are measured to
generate a syndrome. These syndromes are measured over multiple rounds before being
passed to the decoder.

Figure 2.6 shows a general overview of the QEC process. The first step is to encode the
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quantum information of a logical qubit into multiple physical qubits using an encoding
circuit specific to the chosen QEC code. Once encoded, errors are detected by repeatedly
running a syndrome generation circuit, which measures certain properties of the physical
qubits — known as syndromes — without collapsing the quantum information. Syndrome
measurements are performed by measuring a subset of the physical qubits. This subset
of qubits are commonly referred to as check or measure qubits, while the rest are called
data qubits. Measuring the check qubits yields a syndrome, which is a classical bit string
that indicates the presence of errors that may have occurred on the data qubits. Multiple
rounds of syndrome measurements are typically performed to improve the reliability of error
detection, as individual measurements can themselves be noisy. The collected syndromes
are then fed into a classical decoder, which uses the syndrome information to infer the
most likely error that occurred and determines the appropriate correction to apply to the
data qubits. It is important to note that the syndrome generation and measurement process
and the classical decoder are decoupled such that the syndrome generation cycle repeats
until the computation ends and does not wait for the decoder. The decoder thus operates
asynchronously and in parallel with the syndrome generation cycle, and must be fast enough
to keep up with the rate of syndrome generation. The ultimate goal of QEC is to maintain
the integrity of the logical qubits over time, allowing for the execution of long quantum
algorithms that would otherwise be disrupted by noise and errors.

QEC codes are derived from classical error correcting codes used commonly in digital
communications and storage devices like DRAMs. However, the no-cloning theorem [269],
which states that quantum information cannot be copied, imposes unique constraints on the
design of quantum codes. This is further exacerbated by the fact that encoded states cannot
be directly measured to detect errors, as this would collapse the quantum state and destroy
the information being protected. To provide better intuition on how QEC works, we will
briefly describe the simplest quantum error correcting code, the three-qubit repetition code,
which can correct a single bit-flip error on any one of the three physical qubits it uses.

2.8.1 The repetition code

The three-qubit repetition code is not a practical or complete code for QEC. This is because
it can only correct for bit-flip errors and not phase-flip errors, which are equally common in
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quantum systems. In the 3-qubit repetition code, the logical states are encoded as

|0L⟩= |000⟩, |1L⟩= |111⟩.

This is the direct analog of the classical 3-bit repetition code. A general state α|0⟩+β|1⟩ is
encoded as

α|000⟩+β|111⟩,

so that the quantum information is spread redundantly across three physical qubits.
A simple encoding circuit for the three-qubit repetition code is:

α|0⟩+β|1⟩

|0⟩

|0⟩

Here, two CNOT gates copy the state of the first qubit onto two ancilla qubits, producing the
encoded |ψ⟩L = α|000⟩+β|111⟩ state. To take the state of the logical qubit from one to the
other |0⟩L↔ |1⟩L, three individual qubits must be flipped since |0⟩L = |000⟩ and |1⟩L = |111⟩.
This is essentially the binary distance between the two codewords or logical states of the
code. This distance d defines the number of errors that the code can correct. In this case,
d= 3 and the code can correct for ⌊(d−1)/2⌋= 1 error.

Since all three qubits are used to encode the logical information |ψ⟩, we introduce two
additional ancilla qubits to measure syndromes of the code. Suppose a single bit-flip error X
occurs on one of the three qubits, e.g., on the second qubit:

α|000⟩+β|111⟩ X2−→ α|010⟩+β|101⟩.

The encoded information is still recoverable, because two of the qubits still carry the correct
value. The key is to measure the parity between qubits to detect the presence and location
of the error. The parity of the first and second qubits is measured by the operator Z1Z2,
which yields a syndrome bit of 0 if the two qubits are the same and 1 if they are different.
Similarly, the parity of the second and third qubits is measured by Z2Z3. The syndrome
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measurement circuit for the three-qubit repetition code is shown below.

Syndrome generation

α|0⟩+β|1⟩

|0⟩

|0⟩

|0⟩a

|0⟩b

In the circuit above, ancillas a and b are used to measure the syndromes. a measures
the parity between the first and second data qubits, while b measures the parity between
the second and third data qubits. Table 2.3 shows the effect of each single-qubit bit-flip
error on the encoded state and the measured syndrome bits a and b. From the syndrome
bits, we can infer the location of the error and apply the appropriate correction, as shown
in Table 2.4. The error-correcting limitations of this code is further highlighted by the fact
that a two-qubit error, e.g., X1X2, produces the same syndrome as a single-qubit error X3.

Error Data qubits state a b

None α|000⟩+β|111⟩ 0 0
X1 α|100⟩+β|011⟩ 1 0
X2 α|010⟩+β|101⟩ 1 1
X3 α|001⟩+β|110⟩ 0 1

Table 2.3: Effect of each single-qubit bit-flip error on the three-qubit encoded state and the
syndrome ancilla outcomes. Ancilla a measures the parity Z1Z2; ancilla b measures the
parity Z2Z3. A syndrome bit of 1 indicates odd parity, signalling an error.

The three-qubit repetition code illustrated above can only detect and correct bit-flip
errors. However, qubits are also susceptible to phase-flip errors. We now show how the
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a b Inferred error Correction

0 0 None —
1 0 X1 Apply X1
1 1 X2 Apply X2
0 1 X3 Apply X3

Table 2.4: Syndrome lookup table for the three-qubit bit-flip code. Each syndrome uniquely
identifies the location of a single bit-flip error. Applying the same X gate at the inferred
location restores the encoded state.

three-qubit repetition code can be adapted to detect and correct phase-flip errors.

Encoding

Syndrome generation

α|0⟩+β|1⟩ H H H

|0⟩ H H H

|0⟩ H H H

|0⟩a

|0⟩b

In the circuit above, the earlier repetition code is adapted to detect and correct phase-
flip errors instead of bit-flip errors. First, the encoding circuit is modified by adding a
layer of Hadamard gates after the two CNOT gates. This transforms the logical states to
|ψ⟩L = α |+++⟩+β |−−−⟩, where |+⟩ = 1√

2(|0⟩+ |1⟩) and |−⟩ = 1√
2(|0⟩− |1⟩). In this

new basis, a phase-flip error Z on any one of the three qubits manifests as a bit-flip error
in the |+⟩/ |−⟩ basis. Thus, the syndrome generation circuit is modified to measure the
parity in the |+⟩/ |−⟩ basis by adding Hadamard gates before and after the CNOT gates that
couple the data qubits to the ancillas. The syndrome measurement and correction process is
then analogous to the bit-flip code, but now it detects and corrects phase-flip errors instead
of bit-flip errors.
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Summary. The three-qubit repetition code is a simple example of a quantum error correct-
ing code that can correct for either bit-flip or phase-flip errors, but not both simultaneously.
More sophisticated codes, such as the Shor code, Steane code, surface code, and quantum
low-density parity-check (qLDPC) codes, are designed to correct for both types of errors
and can achieve higher distances, allowing for the correction of multiple errors. We will
now briefly introduce stabilizer formalism, which is an efficient framework for describing
most quantum error correcting codes that are members of class called stabilizer codes.

2.8.2 Stabilizer formalism

The stabilizer formalism was first introduced by Daniel Gottesman [104]. A stabilizer code
is defined by a set of operators, called stabilizers, that leave the encoded logical states
invariant, i.e., K |ψ⟩= |ψ⟩. For example, the single qubit state |ψ⟩= |0⟩ is stabilized by the
operator Z, since Z |0⟩= |0⟩. Many extremely useful multi-qubit states, such as Bell states
and Greenberger-Horne-Zeilinger (GHZ) states, are also stabilizer states. As an example,
the three-qubit GHZ state |GHZ⟩ = 1√

2(|000⟩+ |111⟩) is stabilized by the operators Z1Z2,
Z2Z3, and X1X2X3. More formally, the stabilizers of a code form an abelian subgroup S of
the n-qubit Pauli group Pn, where each element is a tensor product of single-qubit Pauli
operators. The requirement that stabilizers commute with one another ensures a joint
+1 eigenspace exists; this joint eigenspace is the codespace, the set of all states satisfying
Ki |ψ⟩= |ψ⟩ for every generator Ki ∈ S. An n-qubit stabilizer code with n−k independent
generators encodes k logical qubits into the codespace, and the n−k generators provide an
exponentially more compact description than the 2n amplitudes of a general quantum state.

Error detection. The connection to QEC follows from how Pauli errors interact with
stabilizers. Every Pauli error E either commutes or anti-commutes with each stabilizer Ki.
If E commutes with Ki, the errored state E |ψ⟩ still satisfies Ki(E |ψ⟩) = E(Ki |ψ⟩) = E |ψ⟩,
yielding measurement outcome +1. If instead E anti-commutes with Ki (i.e., EKi =−KiE),
then

Ki
(
E |ψ⟩

)
=−E

(
Ki |ψ⟩

)
=−

(
E |ψ⟩

)
,

so measuring Ki on the errored state yields −1. The syndrome is the vector of measurement
outcomes across all n−k stabilizer generators, encoded as a classical bit string (0 for +1, 1
for −1). A non-trivial syndrome reveals which stabilizers anti-commute with the error, and
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the decoder uses this information to identify and correct the error. Crucially, measuring the
stabilizers does not disturb the encoded logical information, since Ki acts as identity on any
state already in the codespace.

Logical operators. Any Pauli operator that commutes with all stabilizers in S but is not
itself an element of S is a logical operator : it acts non-trivially on the encoded qubits without
producing any syndrome. An undetectable logical error is therefore a Pauli operator that lies
outside S but commutes with every stabilizer generator. The minimum weight of any such
operator is the distance d of the code; a code of distance d can correct any combination of
errors on fewer than ⌊(d− 1)/2⌋ physical qubits. Every encoded logical qubit has a logical
X̄ and a logical Z̄ operator, which satisfy the same anti-commutation relation {X̄, Z̄} = 0
as physical Pauli operators and implement the corresponding logical operations on the
codespace.

Connection to the repetition code. The three-qubit repetition code introduced in
Section 2.8.1 is a stabilizer code. Its two stabilizer generators are exactly the parity-check
operators Z1Z2 and Z2Z3, and the ancilla measurement outcomes a and b in Table 2.3 are
the corresponding syndrome bits. A bit-flip error Xi anti-commutes with any Z acting on
the same qubit, which is why each single-qubit error produces a distinct non-zero syndrome.
The logical X̄= X1X2X3 commutes with both stabilizer generators (each generator shares
two qubits with X1X2X3, and the two anti-commutations cancel) but is not in S, confirming
it is a weight-3 logical operator and that the code has distance d= 3 against bit-flip errors.
The logical Z̄ = Z1 (equivalently Z2 or Z3, since they differ by elements of S) commutes
with both generators and maps |0L⟩ 7→ |0L⟩ and |1L⟩ 7→− |1L⟩.

2.8.3 Decoding

A stabilizer code can be defined by two classical binary matrices: the X-type parity check
matrix HX and the Z-type parity check matrix HZ (we restrict ourselves to CSS codes for
now). These matrices specify the parity check matrix H of the code as

H=

[
HX

HZ

]
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Each row of HX corresponds to an X-type stabilizer generator, and each row of HZ corre-
sponds to a Z-type stabilizer generator. Each column of H corresponds to a physical qubit,
and a 1 in the matrix indicates that the corresponding stabilizer generator acts non-trivially
(i.e., with an X or Z) on that qubit. A logical action matrix A is also defined for the code,
where each row corresponds to a logical operator and each column corresponds to a physical
qubit.

Given a syndrome σ, if the actual error vector that affected the qubits is F, the decoder’s
task is to find an error vector F ′ over F2 satisfying HF ′ = σ. Each single-qubit error
location has an associated weight, typically derived from its log-likelihood under the noise
model. The minimum-weight decoding paradigm seeks the error vector F ′ satisfying this
relation whose total weight—the sum of weights of all active error locations—is minimized.
This approximates maximum-likelihood decoding, which would instead identify the most
probable equivalence class of errors consistent with σ by marginalizing over all errors within
each class; minimum-weight decoding instead finds themost probable individual error vector,
and serves as a computationally tractable approximation to maximum-likelihood decoding.

In general, it is not necessary that F= F ′, since the decoder is successful ifA(F⊕F ′) = 0,
i.e., F and F ′ differ at most by a stabilizer and thus implement the same logical action.

2.8.3.1 Noise models

Minimum-weight decoding requires the knowledge of error probabilities and processes that
can cause check qubits to flip. For QEC simulations, this is generally defined by the noise
models selected for a given QEC code and experiment. We now describe the three most
commonly used noise models:

Code-capacity model. The code-capacity noise model is the simplest noise model and is
used to determine the upper bound (performance limits) on the effectiveness (error suppres-
sion) of a QEC code. In the code-capacity noise model, only data qubits can experience errors
at the very start of a syndrome generation cycle. Every other operation (measurements,
gates) is error-free.

Phenomenological model. The phenomenological noise model is more realistic since
it accounts for measurement errors on the check qubits. At the start of every syndrome
generation round, data qubits experience an error with some predefined probability too.
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(a) (b)

Figure 2.7: Difference in the decoding graphs with a (a) Code-capacity noise model; (b)
Circuit-level noise model.

However, this noise model does not account for errors due to all the different gates in the
system.

Circuit-level model. Circuit-level noise models are the most realistic noise models since
they account for noise not only due to data qubit decoherence but also due to every gate
and measurement in the syndrome generation circuit.

2.8.3.2 Decoding graphs

The choice of QEC code and the noise model determines the complexity of the decoding
problem. In the code-capacity model, the simple assumptions mean that it can be decoded
in a single round of measurements since there are no measurement or gate errors. For the
phenomenological and circuit-level noise models, the addition of measurement errors makes
the decoding problem more complicated. Every noise model changes the number of error
mechanisms that affect the code, and thus increases the complexity of the decoding problem.

The combined effect of the code and noise model is captured formally by the detector
error model (DEM). Rather than operating on physical qubits directly, the DEM reformulates
the decoding problem in terms of detectors—parities of measurement outcomes across one
or more syndrome rounds—and faults—physical error mechanisms that flip one or more
detectors. This yields a fault-space parity check matrix HDEM, where each row corresponds
to a detector and each column corresponds to a fault, with a 1 indicating that the fault
flips that detector. Each fault is assigned a weight derived from its log-likelihood. The
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decoding task then becomes finding the minimum-weight fault vector F ′ over F2 satisfying
HDEMF ′ = σ. The DEM thus provides a unified representation of code and noise model that
a decoder can consume without needing to reason about the underlying circuit or stabilizer
structure directly.

The DEM has a natural graphical representation as a decoding graph, in which nodes
correspond to detectors and (hyper)edges correspond to faults, connecting the detectors
they flip and weighted by their log-likelihoods. When every fault flips at most two detectors,
the decoding graph is an ordinary graph and the minimum-weight decoding problem
reduces to minimum-weight perfect matching (MWPM), which can be solved efficiently.
Faults that flip more than two detectors give rise to hyperedges, requiring more general
hypergraph decoders. The structure of the decoding graph i.e., its density, connectivity, and
the prevalence of hyperedges, depends directly on the noise model. For example, Figure 2.7
shows the differences in the decoding graph for a code-capacity noise model (Figure 2.7(a))
and a circuit-level noise model (Figure 2.7(b)): the latter contains significantly more nodes
and edges, reflecting the additional fault mechanisms introduced by gate and measurement
errors across multiple syndrome rounds.

2.8.3.3 Types of decoders

The minimum-weight decoding problem can be solved by a variety of algorithmic strategies,
each with different trade-offs between accuracy, latency, and scalability.

SAT-based decoders. SAT-based decoders reformulate the decoding problem as a Boolean
satisfiability or maximum-satisfiability (MAX-SAT) instance and invoke an off-the-shelf
solver. Because the underlying problem is NP-hard in general [117], this approach is exact
but does not scale to large codes or real-time operation; it is most useful as an offline
reference for benchmarking other decoders.

Search-based decoders. Search-based decoders enumerate candidate error patterns ex-
plicitly, using heuristics such as beam search or branch-and-bound to prune the exponentially
large search space. They are flexible and applicable to arbitrary codes and noise models but
remain computationally expensive for large code distances.
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Message-passing decoders. Message-passing decoders, most commonly belief propaga-
tion (BP), operate on the Tanner graph of the parity-check matrix by iteratively exchanging
probability estimates between qubit and stabilizer nodes until convergence. BP is fast and
naturally parallelizable, and performs well on sparse LDPC codes, but degrades on graphs
with short cycles, which are prevalent in topological codes.

Ordered statistics decoding. Ordered statistics decoding (OSD) post-processes the output
of belief propagation by ranking qubits by reliability, solving a reduced subsystem exactly
using the most reliable positions, and then enumerating low-weight corrections among
the remaining positions. OSD achieves near-maximum-likelihood accuracy at the cost
of additional classical computation, and BP-OSD hybrids are among the best-performing
decoders for qLDPC codes.

Clustering decoders. Clustering decoders partition the syndrome graph into small local
clusters of flipped detectors and decode each cluster independently. The union-find decoder
is the canonical example: it grows clusters using a union-find data structure and achieves
nearly linear time complexity, making it highly scalable. The trade-off is a modest reduction
in accuracy relative to MWPM.

Neural network decoders. Neural network decoders replace explicit algorithmic rules
with a trained model—ranging from feedforward networks to recurrent or graph neural
networks—that maps syndrome patterns directly to predicted corrections. They can im-
plicitly capture complex noise correlations without an explicit noise model, but require
large training datasets, often generalize poorly across code distances, and can be difficult to
deploy within the tight latency budgets of real-time QEC.

2.8.4 Threshold theorem

The fault-tolerance threshold theorem [1, 139] is the foundational result that makes scalable
quantum error correction practically meaningful. Informally, it states that if the physical
error rate p of every gate and measurement is below a critical value pth, called the threshold,
then the logical error rate pL can be made arbitrarily small by increasing the code distance
d, at the cost of a polynomial increase in the number of physical qubits.
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More concretely, for a code of distance d operating below threshold, the logical error
rate scales as

pL ∝
(
p

pth

)⌊(d+1)/2⌋
. (2.4)

Each additional increment of distance therefore suppresses the logical error rate by another
factor of (p/pth), which is less than one when p < pth. This exponential suppression is
what distinguishes fault-tolerant quantum computing from the NISQ regime: rather than
accumulating errors with circuit depth, a fault-tolerant system can in principle run arbitrarily
long computations by simply encoding at a high enough distance.

The threshold value depends on both the QEC code and the noise model. Under the
circuit-level depolarizing noise model, the surface code has a well-studied threshold of
approximately pth ≈ 1% [85]. State-of-the-art superconducting and trapped-ion devices are
now approaching or exceeding this threshold for their best gate operations, making the
fault-tolerant regime a near-term experimental target. The threshold theorem therefore
serves as a design criterion for hardware: all components of the control stack — gates,
measurements, reset operations, and the classical decoder — must collectively keep the
effective per-operation error rate below pth.

2.8.5 Some common QEC codes

We now briefly describe some commonly studied QEC codes that are also used throughout
the rest of this dissertation.

2.8.5.1 Surface code

The surface code is a topological quantum error correcting code defined on a two-dimensional
lattice of qubits. It is one of the most widely studied and experimentally implemented QEC
codes due to its high error threshold and local stabilizer structure, which makes it well-suited
for physical implementations with nearest-neighbor interactions. Figure 2.8 shows a logical
qubit encoded in a surface code patch and its syndrome generation circuit. This particular
configuration of the surface code is called the rotated surface code, and is the most resource
efficient variant of the surface code. As can be seen from the figure, the surface code requires
only nearest-neighbor interactions, and qubits are arranged in a 2D grid. The X and Z-type
check/measure qubits are interleaved and detect Z and X errors, respectively. The syndrome
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Figure 2.8: (a) A surface code logical qubit: black nodes represent data qubits, nodes
annotated with X and Z represent check qubits that measure X and Z parities, respectively.
(b) Syndrome generation circuit of the surface code logical qubit. H: Hadamard gate, MR:
Measurement and reset operation, two-qubit gates shown are CNOTs.

generation circuit of the surface code is shown in Figure 2.8(b). This circuit is replicated
across the entire lattice, and is repeated for multiple rounds to generate syndromes for
decoding.

(a) (b)

Figure 2.9: (a) A color code logical qubit mapped on a square lattice; (b) A portion of the
lattice used for encoding logical qubits using the bivariate bicycle (BB) code, a qLDPC code.
Notice the long range interactions between data and check qubits. For both color and BB
codes, the black nodes represent data qubits, and colored nodes represent check qubits that
measure stabilizers.
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2.8.5.2 Color codes

Color codes are another class of topological quantum error correcting codes defined on
a two-dimensional lattice, similar to the surface code. However, color codes have a more
complex stabilizer structure that allows for the transversal2 implementation of a larger
set of logical gates, including the entire Clifford group. Figure 2.9(a) shows a logical qubit
encoded in a color code defined on a square lattice. In this configuration, the check qubits
are colored red, green, and blue, and each color corresponds to a different type of stabilizer
generator that measures a specific combination of X and Z operators on the data qubits.
This particular construction of the color code is adapted for implementation on a square
lattice [145] with nearest-neighbor interactions, but color codes can also be defined on more
general lattices with different connectivity.

2.8.5.3 qLDPC codes

Quantum low-density parity-check (qLDPC) codes are a class of quantum error correcting
codes that generalize classical LDPC codes to the quantum setting. qLDPC codes are defined
by sparse parity check matrices, which means that each stabilizer generator acts on a small
number of qubits, and each qubit is involved in a small number of stabilizers. This sparsity
can lead to efficient decoding algorithms and potentially lower overhead compared to more
traditional codes like the surface code. In particular, the surface code can only encode a
single logical qubit per lattice, while qLDPC codes can encode multiple logical qubits in the
same number of physical qubits, thus reducing the overhead for quantum error correction.
This advantage comes at the cost of more complex stabilizer structures and potentially more
challenging decoding problems, especially under realistic noise models. Figure 2.9(b) shows
a portion of the lattice used for encoding logical qubits using the bivariate bicycle (BB)
code [30, 280], a specific type of qLDPC code. The long-range interactions increase the
connectivity requirements on the quantum chip, making this class of codes more difficult to
implement, despite their reduced qubit overhead.

2Transversal gates can be applied directly on the physical qubits in the code rather than using elaborate
constructions specific to the code.



39

2.8.6 Logical operations

A QEC code encodes k logical qubits into n physical qubits by restricting the joint state of
the system to a 2k-dimensional subspace of the full 2n-dimensional Hilbert space, called
the code space. The encoded quantum information lives entirely within this subspace; the
remaining dimensions are used by the code to detect and correct errors, as described in the
preceding sections. The key abstraction introduced by QEC is that algorithms and programs
can be written entirely in terms of logical qubits and logical operations, without reference
to the underlying physical qubits or the error correction machinery running beneath them.

A logical gate is a physical circuit applied to the n physical qubits of a code block that
realizes a desired unitary on the encoded information while leaving the code space invariant.
Analogously, logical initialization prepares a code block in the logical |0⟩L or |+⟩L state, and
a logical measurement extracts a classical bit from the logical qubit without collapsing the
physical qubits unnecessarily. Together, these operations form a logical instruction set: the
interface between a quantum program and the physical hardware.

Not all logical gates are equally straightforward to implement fault-tolerantly. For
many QEC codes, logical Clifford gates admit transversal implementations, in which the
same single-qubit physical gate is applied independently to every qubit in the code block.
Because each physical gate touches only one qubit, errors cannot propagate across multiple
qubits within the same block, making transversal implementations inherently fault-tolerant.
However, the Eastin–Knill theorem proves that no QEC code can have a transversal gate
set that is universal for quantum computation [76]. The logical T gate — which, together
with Clifford gates, forms a universal gate set — cannot be implemented transversally on
most topological codes. Instead, it is realized via magic state distillation: many noisy copies
of an ancilla state |A⟩ = T |+⟩ are distilled into a single high-fidelity copy, which is then
consumed to enact the logical T gate via a teleportation-based circuit. Magic state distillation
is resource-intensive and is expected to dominate the physical qubit overhead of early fault-
tolerant computers, which is why other techniques such as magic state cultivation are likely
to be used first.

Two-qubit logical gates, such as a logical CNOT, require physical interactions between
the qubits of two separate code blocks. Executing such a gate therefore demands that the two
logical qubits be synchronized: their QEC cycles must be coordinated so that the inter-block
operation can be applied at a point where both code blocks are in a consistent state. This is
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qualitatively different from single-qubit logical gates, which act entirely within one code
block and can proceed independently of other logical qubits.

These considerations define the scope of logical-level control: translating a quantum
algorithm’s stream of logical instructions into the physical circuits, magic state requests,
and inter-block synchronization events that the classical control hardware must execute.

User/
Application

Control
Hardware

Qubits

Figure 2.10: Overview of the classical control hardware for a quantum computer: the
control system sits between the quantum processor and the user/application layer, and is
responsible for translating programs into low-level instructions that can be executed on the
quantum processor, as well as reading and measuring the state of the qubits, and running
the error correction protocols.

2.9 Classical Control for Quantum Computers

Quantum computers require a classical control system to interact with qubits, and execute
different subroutines that enable computation using those qubits. The complexity of the
classical control system depends on the qubit technology, and will become more complex
and involved as the number of qubits scale up and we transition from the NISQ era to the
era of fault-tolerant quantum computing. Figure 2.10 shows an overview of the classical
control hardware for a quantum computer, which sits between the quantum processor and
the user/application layer. Different qubit technologies have different low-level control
requirements. For example, superconducting qubits require microwave pulses for executing
gates, while trapped ion qubits require laser pulses. Some responsibilities of the control
system for fault-tolerant quantum computing include:

• Running QEC syndrome generation circuit subroutines: the control system is
responsible for executing the syndrome generation circuits for each logical qubit, and
repeating these circuits for multiple rounds to generate syndromes for decoding.
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• Maintain logical frames: Once the decoder determines a correction, the correction
is not always applied directly on the physical qubits. Instead a frame is maintained by
the control system which tracks the logical state of the qubits.

• Executing logical operations: On top of the syndrome generation circuits, the
control system is also responsible for executing logical operations on the logical
qubits, which is necessary for running quantum algorithms.

• Routing and decoding syndromes: the control system is responsible for routing
the generated syndromes to the decoder, and running the decoder to determine the
appropriate corrections to update the logical frame.

• Controlling physical qubits: All operations that must be performed on the physical
qubits must be translated to signals that the qubits can understand. This translation
layer forms the lowest level of the control system.

• Measuring qubits: Measurement (readout) of physical qubits is necessary for gener-
ating syndromes, and this is also part of the low-level control system. The syndromes
generated are then passed to the decoder for processing.

Having highlighted the role of the classical control system for running applications on
quantum computers, we will now discuss contributions made as part of this dissertation to
various levels of the control stack.
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Chapter 3

Optimizing Qubit Control and Readout

3.1 Introduction

Qubit control and readout form the lowest level of the classical control system for quantum
computers. Typically, qubit control refers to the process of manipulating the states of the
qubits, while readout refers to the act of measuring the qubits. High fidelity control and
readout of physical qubits is essential for Near-Term Intermediate Quantum Computing
(NISQ) systems as well as Fault-Tolerant Quantum Computing (FTQC) systems. Qubit
control and readout systems are dependent on the underlying qubit technology. For example,
superconducting qubits require microwave pulses for control and readout, while neutral
atom based systems utilize lasers. FTQC systems capable of running complex, useful
applications will require control and readout systems for thousands of qubits, which makes
it essential for them to be scalable while preserving the quality of smaller scale systems.
In this chapter, we will focus on the control and readout of superconducting qubits. In
particular we will focus on making control and readout more scalable without sacrificing
precision. This forms the first research thrust of this dissertation, where low-level control
system components are optimized for scalability to facilitate FTQC.

3.1.1 Contributions

The contributions of this chapter are summarized below:

• We introduce COMPAQT: A compressed waveform memory architecture for the
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control of superconducting qubits.

• We introduce HERQULES: A machine-learning (ML) based qubit readout state dis-
criminator that mitigates crosstalk and thermal relaxation errors that occur during
the readout of superconducting qubits.

3.1.2 Organization

This chapter is organized as follows:

• In Section 3.2, we introduce the control and readout control systems for supercon-
ducting qubits.

• In Section 3.3, we show how COMPAQT makes qubit control more scalable using
compressed waveform memories.

• In Section 3.4, we describe the architecture of HERQULES and show how detecting
thermal relaxations during readout boosts the readout fidelity without requiring
complex hardware.

• We summarize this chapter in Section 3.5.

3.2 Superconducting Qubit Control and Readout

We first briefly introduce superconducting qubits and how they are controlled and measured.

3.2.1 Superconducting qubits

Superconducting qubits are one of the most promising qubit technologies, offering fast
gate operations (orders of magnitude faster than neutral atom or trapped-ion systems) and
compatibility with existing semiconductor fabrication processes.

Superconducting qubits are weak anharmonic oscillators. Anharmonicity — the property
that energy level spacings are non-uniform — is essential for isolating the two lowest
energy levels as a well-defined qubit: without it, control pulses targeting the |0⟩ ↔ |1⟩
transition would also drive unintended transitions to higher energy levels. Intuitively, a
superconducting qubit can be understood as a variation of the harmonic LC oscillator shown
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in Figure 3.1(a). The key difference is that the linear inductor is replaced by a nonlinear
circuit element called a Josephson junction (JJ), as shown in Figure 3.1(b). The Josephson
junction requires a superconducting material to function, which is the origin of the name
superconducting qubits.

(a)

L C

(b)

JJ C

Figure 3.1: (a) Parallel LC oscillator; (b) Josephson junction used for introducing non-
linearities and anharmonicity.

Since they are oscillators, superconducting qubits have a resonant frequency that is either
fixed at fabrication or tunable at runtime, depending on the qubit design. This resonant
frequency is typically in the microwave range (5–8GHz), which is why microwave pulses
are used for control and readout. For a comprehensive treatment of superconducting qubit
physics, we refer the reader to [143]. We now briefly overview control and readout for this
qubit technology.

3.2.2 Control

Quantum algorithms can be expressed as quantum circuits, a sequence of gate operations
applied on qubit variables. On superconducting architectures, the gates are implemented
using microwave pulses as qubit devices (such as transmons) are essentially oscillators
that respond to signals in the frequency range of 4-10 GHz. Quantum control refers to the

(a) (b)

Figure 3.2: (a) An X-gate and its corresponding microwave pulse (in blue) The envelope of
the pulse is shown in red (b) A typical pipeline for generating control pulses.
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synthesis of these microwave pulses to implement various quantum gates. These microwave
pulses can have different amplitudes, shapes, and duration depending on the type of gate and
the qubit architecture. The state of a qubit is represented by a vector on a Bloch sphere [196].
When a pulse is applied, the state rotates about the X/Y/Z axis of the Bloch sphere. Since Z
rotations can be implemented in software [184], microwave pulses are composed of two
components that control the qubit state evolution about the X and Y-axis of the Bloch sphere.
Consider the circuit shown in Figure 3.2(a), with X-gate applied on qubit q0, which inverts
the qubit state. Physically, this gate is implemented as a pulse with a frequency equal to
the qubit resonant frequency (shown in blue). The envelope of the pulse refers to its shape
(shown as dotted line), and we will refer to it as a waveform henceforth.

The physical implementation of two-qubit (2Q) gates such as CNOT/CZ depends on qubit
architecture [143]. For example, IBM machines use fixed-frequency qubits, wherein 2Q
gates are implemented using Cross-Resonance (CR) gates [46, 215] whereas the frequency-
tunable qubits used by Google implement a 2Q gate called the iSWAP gate [11, 143]. Both
implementations may require additional pulses for the coupler that enables interactions
between neighboring qubits. In addition to standard gates, custom pulses can significantly
boost application fidelity. For example, Toffoli gates have been demonstrated on super-
conducting hardware [135, 243]. Furthermore, Shi et al. proposed to use custom pulses to
enable multi-qubit operators to reduce circuit depth and improve fidelity [225], and Xie et
al. showed that carefully re-shaping the waveforms can reduce ZZ-crosstalk [274].

Figure 3.2(b) shows a simplified control pipeline used to generate microwave gate pulses
to manipulate the state of the qubit. A pulse sequencer is used to trigger the execution of
gates (an X gate for qubit q0 in this case). The pulse envelopes are stored in the waveform
memory, and they consist of the Inphase (I) and Quadrature (Q) components for rotating the
qubit about the X- and Y-axis of the Bloch sphere. Since DACs have a fixed sampling rate
(sampling rate of IBM machines annotated in the figure), the waveform memory interface
should supply data with a bandwidth that matches the sampling rate to ensure signal
integrity. Higher DAC sampling rates are desirable for high-fidelity gates. The waveforms
are converted to pulses at an intermediate frequency by a DAC. The resultant pulse is then
mixed with a microwave carrier generated by a local oscillator (LO) to produce the final
microwave pulse.

State-of-the-art quantum control hardware uses discrete FPGAs, DACs, and ADCs placed
at room temperature. Controllers can be made more scalable with the use of RFSoC platforms
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Figure 3.3: The qubit readout pipeline comprises 1) readout-probe-tone generation, 2)
acquisition of qubit-state-dependent phase shift, and 3) readout-signal processing.

that integrate a CPU, FPGA, DACs, and ADCs on the same chip. The CPU is interfaced
with the control hardware to calibrate qubits and load experiments, while the qubits are
actively controlled using an FPGA. As suggested in [241], a single RFSoC can control
more than 100 qubits with the help of frequency division multiplexing (FDM), making this
approach more scalable in terms of cost and complexity. The high-bandwidth DACs/ADCs
on-chip eliminate the need for external analog mixers; pulses can be directly synthesized at
the desired frequency. Other ways of implementing the control computer include ASICs
that can integrate large numbers of discrete components but are expensive to design and
manufacture.

3.2.3 Readout

Readout refers to the process of determining the state of a qubit. After a measurement, the
qubit is typically in the ground state (‘0’) or excited state (‘1’). Superconducting qubits are
dispersively coupled to circuit elements called resonators which interact with the qubits
for the purpose of readout. Readout involves multiple steps, as visualized in Figure 3.3: 1

a microwave pulse is driven into the resonator by the control hardware; 2 the incident
microwave pulse undergoes a phase shift that depends on the qubit state; 3 the control
hardware analyzes the phase shift to discriminate between the ground and excited states.
Superconducting qubit readout involves multiple analog components along with robust dig-
ital signal processing to achieve appreciable accuracy. In this paper, we focus on improving
step 3 of the readout process, in terms of both accuracy and scalability.

To determine whether a qubit is in state ‘0’ or ‘1’, the microwave signal transmitted or
reflected off the readout resonator is typically frequency-downmodulated, digitized, and
then processed in the control hardware. The incoming microwave signal is quadrature
modulated. The In-phase(I) and Quadrature(Q) components of the signal are retrieved via
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analog mixing before they are digitized by two Analog-to-Digital Converters (ADCs). ADCs
used for readout have sampling rates ranging from 250–1000 MSamples/sec, which makes
the data generated by the ADCs for long readout pulses challenging to manage without
additional dimensionality reduction. A (mode) matched filter [11, 110, 220, 266] is used to
reduce the incoming I and Q data stream from the ADCs to a single value. The filtered
values are then used to discriminate the qubit state using techniques such as clustering or
Support Vector Machines (SVMs) [168].

(a) (b)

Figure 3.4: (a) Evolution of readout traces for ground and excited states in the 2D I-Q plane
– the point annotated with ‘t = 0’ represents the first time bin of the readout trace, and
every subsequent point comes later at a granularity of 50ns; (b) Mean values of multiple
readout traces for both states showing the distinction between them.

Figure 3.4 illustrates the signal generated during the readout process and its subsequent
processing. In Figure 3.4(a), the output of the ADCs (I and Q channels) is represented on a
2D plane showing how the qubit-readout trace evolves over time (each IQ-pair corresponds
to a period of 50ns). The temporal mean of one such trace corresponds to a single point
in Figure 3.4(b), which represents the Mean Trace Value (MTV). The MTV of a trace Tr is
given by the equation:MTV = 1

len(Tr)

∑len(Tr)
t=0 Tr(t). In the case of frequency-multiplexed

readout where multiple qubits are measured using the same physical channel [11, 45, 110,
149, 266], the readout trace obtained from the ADCs can be demodulated to retrieve the
traces of the constituent qubits. Digital demodulation of the readout signal requires the
extraction of the readout signals for each qubit. For this work, digital demodulation is
achieved by multiplying the frequency-multiplexed readout signal with an oscillating signal
at a frequency specific to the readout resonator. The result is then averaged over intervals
of 50ns.
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Readout errors. High-fidelity readout is essential to enabling accurate computation on
quantum computers. Unfortunately, qubit readout is among the most error-prone operations
in state-of-the-art superconducting quantum processors. For example, on the 127-qubit IBM
Washington quantum computer, readout error rates range from ∼0.1% for some qubits to
>10% for other qubits [123]. The primary sources of qubit-readout errors are described
below.

Relaxation errors: Most superconducting qubits cannot sustain the excited state (‘1’) for
more than a few tens to hundreds of microseconds. Therefore, relaxations from the excited
to the ground state are likely to occur during a long latency operation like readout [206].

Crosstalk errors: In the case of frequency-multiplexed readout, interactions (crosstalk)
between the readout pulses can result in errors during classification. Frequency-multiplexed
readout dramatically improves the scalability of systems since less hardware is needed for
readout, which increases the importance of mitigating crosstalk errors.

Excitation errors: Errors due to undesired qubit excitations are similar to relaxation errors,
except that they occur when the readout pulse excites a qubit [266] resulting in an incorrect
measurement.

Errors due to enviromental noise: Multiple filters and amplifiers are used to increase
the signal-to-noise ratio (SNR) of the readout signal [166, 195, 223]. Unfortunately, these
components do not perfectly compensate for noise on the readout signal.

3.3 Waveform Memory Compression

Superconducting quantum computers use microwave pulses to perform operations on
qubits. A typical quantum program that uses tens of qubits requires hundreds of such pulses.
The control hardware sends these pulses through coaxial cables to qubits at cryogenic
temperatures, while the control hardware works at room temperature. Today, all quantum
computers employ brute-force approaches to scaling the control hardware where discrete,
off-the-shelf components like Field Programmable Gate Arrays (FPGAs), Digital to Analog
Converters (DACs), and Analog to Digital Converters (ADCs) are replicated depending on
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the number of qubits in the target quantum processor. For example, the control hardware
of the Sycamore chip [11] required 200+ DACs, 9 ADCs, and 30+ FPGAs for control and
readout of 53 qubits. As the number of qubits increases, this brute-force scaling of control
hardware will become infeasible in terms of both cost and complexity.

Increasing integration – i.e., decreasing the number of discrete hardware components
used for quantum control will make qubit control more scalable. At present, there are two
broad approaches for increasing integration: (1) Using off-the-shelf RFSoCs (2) Building
custom Qubit Control ASICs. RFSoCs integrate an FPGA, a processor, DACs, and ADCs on
the same chip and are typically used for telecommunication applications. RFSoCs can synthe-
size signals with tens of gigahertz bandwidth. Recently proposed “QICK" and “ICARUS-Q"
platforms leverage RFSoCs to control qubits [204, 241]. In theory, RFSocs are capable
of supporting 100+ qubits per board (with the help of frequency-division multiplexing
(FDM)) [241]. Compared to designing ASICs that can integrate a large number of DACs and
ADCs on a chip, RFSoC based solutions offer flexibility that is crucial for near term qubit
control as quantum hardware is rapidly evolving. As discussed in [241], using FDM with
high-bandwidth DACs and ADCs available on these RFSoCs can increase the number of
qubits controlled by one board, thus reducing the total cost and complexity of the setup.
However, controlling more than thousands of qubits would require custom control hardware
and new quantum-classical interfaces. We envision the following transition for qubit control
as we scale the number of qubits.

fpga controllers −→ rfsoc controllers −→ asic controllers

To scale beyond thousands of qubits, we will need qubit controller that can operate at
cryogenic temperatures [14, 69, 88, 127, 249]. For cryogenic control chips, the cooling capac-
ity of the dilution refrigerator results in the “Power Wall" – the average power dissipated
by these chips should not exceed the rated cooling power of the dilution refrigerator. To
this end, several architectural and design proposals envision scalable qubit control using
ultra-low power CMOS and SFQ technologies [14, 69, 88, 127, 181, 248].

With increasing integration, potentially more qubits can be supported per control
chip, reducing both complexity and cost. However, the memory bandwidth and capacity
required to generate the pulses will scale linearly with the number of qubits as each qubit
device requires a unique pulse shape (waveform) to enable high fidelity gates [77, 218, 238].
Furthermore, for performing multi-qubit gates, most architectures use a coupler between
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qubits, and for reading the qubit, the readout resonators are used, and even these non-qubit
components use device-specific pulses to enable high-fidelity operations. As a result, the
number of unique pulses grows super-linearly with the increasing number of qubits.For
example, we estimate, on IBM quantum computers, each qubit device requires about 18KB
to store single-qubit, two-qubit, and readout pulses. To support more gates, we require
additional memory capacity. We estimate that a hundred-qubit quantum computer would
require up to 5MB of memory for pulse shapes of basic gates. Moreover, we will require
significantly more memory capacity to support complex gates. For example, we estimate
that a single Toffoli gate can require >20KB to store a pulse applied on three qubits [135].

Memory bandwidth is the primary bottleneck in scaling the number of qubits. For
example, on IBM quantum computers, two DACs per qubit (with a sampling rate of 4.54
Gigasamples/sec each) are required to perform a single-qubit gate. We need a waveform
memory to stream samples with more than 16 GB/s bandwidth to such DACs. Further-
more, the peak bandwidth required scales linearly with the number of qubits. To perform
concurrent gates on a hundred-qubit machines, we need more than 2 TB/s. Current qubit
control setups such as the one used for Google’s Sycamore chip solve this problem using
distributed waveform memory across 30+ FPGAs. However, distributed control does not
scale practically with increasing number of qubits.

We now showhowwaveformmemory bandwidth limits scalability, and how compression
can make qubit control more scalable.

3.3.1 Waveform memory bottleneck

We now show the impact of linearly scaling the bandwidth demand of qubit control on
FPGA-based systems. We use parameters described in the Table 3.1 to model capacity and
bandwidth requirements, which are derived from IBM [9, 123] and Google [11, 103, 182]
systems.

We estimate memory capacity (MC) and bandwidth (BW) required for controlling one
qubit -

MC=

nsq∑
i=0
fs.Ns.τi+

d∗ntq∑
j=0

fs.Ns.τj+ fs.Ns.τreadout
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Table 3.1: Parameters used to estimate memory capacity and bandwidth for controlling
one qubit.

Vendor

Sampling

Rate(fs)

Sample

Size(Ns)
Gate Set

Gate

Latencies(τ)
Connectivity

Memory

(per qubit)

IBM 4.54GS/s 32-bits X, SX, CX
1Q:30ns;
2Q:300ns;

Readout:300ns

Heavy
hexagonal

18KB

Google 1GS/s 28-bits
fsim, iSWAP,
phased XZ

1Q:25ns;
2Q:30ns;

Readout:500ns
Grid 3KB

The product of sampling frequency of DAC (fs), sample size (Ns), and gate latency(τ) is
the memory required for storing one gate waveform. We can perform a of total nsq types of
single qubit gates and ntq types of two qubit gates. Furthermore, two qubit waveforms are
unique for every pair of qubits, and thus for a qubit with d neighboring qubits, we will need
d∗ntq waveforms. In addition to gates, each qubit will need a readout pulse with latency
τreadout. As shown in Table 3.1, IBM uses two single-qubit gates and one type of two-qubit
gate, which require a total of 18KB of waveform memory for every qubit device. Note that
the sample size s accounts for both I and Q channels. The required memory bandwidth of
waveform buffer is determined by the sampling frequency and bit-width of DAC as shown
below.

BW = fs.s

3.3.1.1 Scaling capacity and bandwidth demand

Capacity scaling. Every qubit device requires a unique waveform, which is determined
during the calibration process. It is essential to build control engine that supports the device
specific waveforms to enable high gate fidelity. As a result, required memory capacity scales
linearly with number of qubits. In addition to storing waveforms for qubits themselves,
some architectures require waveforms for couplers that connect qubits to improve fidelity
of two qubit (2Q) gates. The capacity required by the coupler waveforms depends on the
connectivity, and this must be considered when determining the total capacity. Coupler
waveforms are unique for every pair of qubits. As shown in Figure 3.5(a), the required
waveform memory capacity scales linearly with the number of qubits in the system (some
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(a) (b)

(c) (d)

Figure 3.5: Waveform (WF) memory (a) capacity and (b) bandwidth (BW) requirements
(c) Peak and average bandwidth for select benchmarks (d) For an RFSoC platform, if only
capacity is considered a constraint, the number of qubits that can be supported is >200. If
bandwidth is taken as a constraint, this number drops by 5x to less than 40.

approximations made to account for coupler waveforms). The RFSoC capacity includes both
Block-RAM (BRAM) and UltraRAM (URAM) blocks [275] and has been added as a reference
for understanding how the capacity requirements scale (both BRAMs and URAMs will be
collectively referred as BRAMs from here on).

Bandwidth scaling. Figure 3.5(b) shows the linear scaling of the required memory band-
width to drive all qubits concurrently with the 6GS/s DACs found on RFSoCs. Using such
high-bandwidth DACs eliminates the need for external analog mixing, requiring frequent
re-calibration. Google/IBM systems will show a similar, albeit lesser bandwidth scaling since
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those systems employ brute-force scaling with discrete DACs and FPGAs. The reference
RFSoC bandwidth1 shows that a single RFSoC can concurrently control less than 40 qubits,
as FPGA clocks are significantly slower than DAC sampling rates. For example, On the
QICK platform, the DAC is 16x slower compared to waveform memory.

Circuit scalability. To understand the impact of waveform memory bandwidth, we
estimate the peak and average bandwidth required for representative circuits that users
would want to run in the near future. Average bandwidth is determined by how many
gates are performed concurrently on an average, whereas peak bandwidth is determined
by the maximum concurrency needed for executing the circuit. Shown in Figure 3.5(c),
which plots the peak and average bandwidth for three benchmarks – Quantum Approximate
Optimization Algorithm (QAOA) with 40 qubits, a distance-3 surface code with 25 qubits,
and a distance-5 surface code with 81 qubits. For surface codes, the difference between
peak and average bandwidth is small as quantum error correction codes such as the surface
code [85] are designed to run concurrent gates as any delay in generating and measuring
quantum error syndromes can significantly degrade the protection offered by the error
correction code. NISQ applications such as QAOA are not bandwidth intensive on average.
However, the last step of all NISQ circuits involves the concurrent measurement of all qubits,
requiring the maximum possible waveform memory bandwidth. Unfortunately, serializing
measurements is not an option as it can significantly degrade readout fidelity.

3.3.1.2 Meeting capacity and bandwidth demand

The demand for capacity and bandwidth of waveform memory scales linearly with the num-
ber of qubits. This presents a challenge for scaling quantum control computers, irrespective
of whether it is implemented on an RFSoCs or an ASIC. On RFSoCs, the internal memory
bandwidth and on-chip memory capacity can limit how many qubits we can control. We
can boost the memory bandwidth by interleaving (or banking) the memory but due to rigid
constraints on Block RAMs, the peak internal bandwidth is limited.

On cryogenic ASICs, power is the primary constraint and thus providing the necessary
capacity and bandwidth within a limited power budget is challenging. Furthermore, tech-

1Determined by assuming a 16x difference in clock speeds of the FPGA and DAC and considering 1260
BRAMs [275].
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Figure 3.6: Architectural overview of COMPAQT.

niques to improve scalability of qubit control, such as Frequency Division Multiplexing
(FDM), cannot be supported if the waveform memory is too small or if it cannot provide the
necessary bandwidth. For example, the QICK framework can potentially control 100+ qubits
per RFSoC board with FDM. However, before waveforms are mixed onto a single channel
for FDM, the waveforms for all the multiplexed qubits must be stored and then individually
generated, which means that the waveform memory must have sufficient capacity and
bandwidth for all qubits. As shown in Figure 3.5(d), the bandwidth on RFSoC platforms is
insufficient to control more than 40 qubits.

3.3.2 Waveform compression

In this section, we first give an overview of compaqt, and then discuss different methods
that can be used to enable compression and their impact on the gate fidelity.

3.3.2.1 COMPAQT: insight and overview

Insight. We observe that waveforms are highly compressible as they are designed to
have a tight bandwidth and low spectral leakage, which means they are smooth and change
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slowly in time-domain. We leverage this property to alleviate the high waveform memory
bandwidth. We present compaqt: Compressed Waveform Memory Architecture for Scalable
Qubit Control. By compressing the waveforms, we reduce the required capacity, and by
using a low-latency decompression engine, we can quickly expand the compressed waveform
to meet the desired memory bandwidth demand.

Design overview. Figure 3.6 shows overview of compaqt, where waveforms are com-
pressed in the software and then transferred to the controller waveform memory. The pulse
sequencer can then play waveforms by decompressing each sample and then passing it
to the DAC. compaqt leverages the read-only nature of the Waveform Memory, which is
loaded with waveforms at the end of a calibration cycle. To reduce capacity and bandwidth
overhead, compaqt compresses the waveforms such that only a few samples are needed
for representing the entire waveform. Since waveform memory is a ROM, compressing
the waveforms has no hardware overhead and can be done in purely software while de-
compressing the waveforms must be done entirely on hardware. Note that there could be
other (and better) compression techniques, the techniques used in this paper are purely to
demonstrate the compressibility of waveforms and the advantages compression offers for
improving scalability.

Figure 3.7: (a) Compression Ratio (old size / new size) for five waveforms on IBM Guadalupe
(b) Overall Compression Ratio for qft-4 (c) Average Mean Squared Error (MSE) for all
waveforms of qft-4.

3.3.2.2 Selecting the compression algorithm

Base-delta and dictionary-based compression arewidely studied algorithms tomaximize
on-chip memory capacity [7, 205]. However, traditional memory compression algorithms
are not effective in compressing waveform data. Delta compression reduces the number
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of bits by storing only the difference between adjacent samples. However, waveforms can
have zero crossings or sign changes. If samples are represented by signed data types (fixed
or floating point), the zero crossings will result in a difference that occupies the entire
bit-field of the original samples. Furthermore, any non-uniform deltas will add complexity
to decompression. Our evaluations on IBM hardware, show that the size of waveforms with
no zero-crossings can be reduced by up to 2x as deltas generally occupy half the original
bit-width of the sample. However, there is no reduction for waveforms with one or more
zero crossings, as shown in Figure 3.7(a). Moreover, in base-delta compression there is a
sequential dependence between samples, which limits its utility for improving bandwidth.
Similarly, other widely used dictionary-based compression schemes are not effective, as
waveform sample values can have arbitrary values, which rarely repeat.

We propose to use transform-based compression, which is widely used for audio and
video codecs. These compression schemes leverage the Discrete Cosine Transform (DCT)
that transforms the input data from the spatial domain to the frequency domain [3], where
data can be represented with significantly less memory [214, 247]. Specifically, the DCT of
the input signal results in high-energy components in the first few samples after which the
magnitude of the transformed samples becomes significantly smaller. The original signal
can be recovered by computing the inverse (IDCT) of the transformed sequence.

Figure 3.8: Input waveform and its DCT, the vertical green line shows the start of RLE
where |sample| < threshold.

3.3.2.3 DCT-based waveform compression

Discrete cosine transform. The N-point DCT of a signal x[n] and its inverse (IDCT) can
be computed using Equations 3.1 and 3.2 respectively.
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In compaqt, decompression is performed on hardware, and since it is part of the critical
path during waveform synthesis, it must have low latency and a minimal hardware footprint.
If a waveform withN samples is compressed with an N-point DCT, decompressing it would
be complex as 1) N can vary for different waveforms, and 2) N can be very large – a two-
qubit CR waveform on IBM systems can have 1000+ samples. For this reason, we use a
windowed DCT scheme in which the input waveform is broken into windows of a fixed
size called a window size (WS). The windowed DCT scheme shall hereon be abbreviated as
DCT-W while the N-point scheme shall be abbreviated as DCT-N.

The compression algorithm using the DCT is as follows: The DCT of a window of the
input waveform is computed (for DCT-N, the window would be the entire waveform) after
which a thresholding operation is performed, which sets samples with low magnitudes
equal to zero. Finally, Run-Length Encoding (RLE) [28] is performed on the transformed
window. RLE replaces all the zeros with a single codeword that contains two fields: 1) a
signature identifying it as the RLE codeword and 2) the number of zeros that have been
encoded to yield the compressed waveform.

Table 3.2: Implemented DCT variants.
Variant Description Hardware Complexity

DCT-N N-point DCT, WS = length of waveform High
DCT-W Windowed DCT, WS = 8, 16 Moderate

int-DCT-W Windowed integer-DCT, WS = 8, 16 Low

The compression using DCT-N has been visualized in Figure 3.8 for single-qubit gates.
We use typical Derivative Removal by Adiabatic Gate (DRAG) waveforms used in most
superconducting systems to implement single qubit gates. RLE is started only when the
transformedwaveform after thresholding is consistently zero. This process is done separately
for I and Q channels, and to simplify the decompression, the number of samples per window
after compression are kept the same for both channels.



58

Integer-DCT.TheDCT/IDCT in its original form requires aminimumnumber of fixed/floating-
point multipliers that make hardware implementations very resource intensive. The 8-point
DCT/IDCT (WS=8) requires a minimum of 11 multipliers [162]. Larger transforms need
resources, with the 16-point DCT/IDCT requiring a minimum of 26 multipliers.

To make waveform compression using DCT scalable for quantum control applications,
we also implemented an integer DCT consistent with the HEVC standard [247]. Since this
variant of the DCT was aimed at making hardware implementations as efficient as possible,
we do not use the arbitrary N-point transform. The windowed integer DCT will henceforth
be abbreviated as int-DCT-W. Since the DCT coefficients are scaled by a constant factor,
the input waveform is scaled by the same factor in software (this can be done in hardware
too). The constant scaling factor S for an N-point DCT is given by S= 26+

log2N
2 . All DCT

variants are summarized in Table 3.2. We used two different window sizes to evaluate the
compression of waveforms using DCT.

Fidelity-Aware Thresholding. Each gate pulse is unique and a uniform threshold during
compression can cause fidelity loss for some qubits. To enable high fidelity gates, we find
optimal threshold for every gate pulse. We use the Algorithm 1, to tune the threshold to
obtain the target gate fidelity. We observe that MSE between decompressed and uncom-
pressed pulses are highly co-related to the gate fidelity, and we can use MSE for tuning
the threshold at compile time. We can take a step further and integrate the Fidelity-Aware
compression within the gate calibration loop.

3.3.2.4 Efficacy of DCT compression

The DCT-based compression scheme is lossy and its effectiveness depends on two factors:
1) Compressibility of the waveforms. 2) Fidelity of decompressed waveforms. To evaluate
compressibility, we measure the reduction in memory size to store all waveforms used for
a benchmark circuit. For evaluating the effect on fidelity, we ran two-qubit Randomized
Benchmarking [167] on various IBM machines.

Compressibility. Figure 3.7(a) shows the reduction (R= old size/new size) in required
memory for five representative waveforms of qft-4 benchmark derived from [147] im-
plemented on the IBM Guadalupe machine. Figure 3.7(b) shows the overall reduction in
memory for qft-4. Note that measurement and 2Q gates are longer and more compressible
than 1Q gates which affects the total compression ratio for qft-4. A window size of 8 has
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Algorithm 1: Fidelity-Aware Compression
Input: Win (Gate Pulse), ε (Target Error)
Output: Wout (Compressed Pulse)

1 Function Get_Compressed_Pulse(Win, ε):
2 while mse ⩽ ε do

3 Y = int-DCT(Win,Wout) // Compute DCT
4 for s in Y do

5 if s < threshold then s = 0
6 end

7 Wout = int-iDCT (Y)
8 mse = get_MSE (Win,Wout)
9 threshold = threshold/2

10 if threshold < 10−6
then return -1

11 // No solution found
12 end

13 returnWout

Figure 3.9: Randomized Benchmarking of two qubit systemwith the uncompressed baseline
gate pulses and compressed gate pulses with int-DCT-W on IBM Guadalupe.

the least reduction because RLE is limited to a maximum of 8 samples at a time. Increasing
the window size makes the IDCT design complex. Thus, more compression can be achieved
at the cost of hardware complexity. Delta compression shows an overall reduction in size for
the qft-4 circuit but not all waveforms are compressible due to the overhead of supporting
zero crossing as shown in Figure 3.7(a).

Impact on gate fidelity. Distortion in the waveforms can reduce gate fidelity. To under-
stand whether compression distorts the waveforms, we compute Mean Squared error (MSE)
between the original waveforms and the decompressed waveforms. Figure 3.7(c) shows
the average MSE over all waveforms used for the qft_n4 benchmark for three variants of
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DCT-based compression. The MSE lies between 10−5 and 10−7, and it is highest (but still
negligible) for the int-DCT-W variant since it incorporates integer approximations before
the thresholding step in the algorithm.

Moreover, to test the gate fidelity, first we compress and then decompress waveforms by
emulating the decompression engine design, and thenwe use these decompressedwaveforms
to drive qubits on IBM quantum computers. Figure 3.9 shows the RB fidelity with increasing
number of Clifford gates and average Error Per Clifford (EPC) which averages the total
error over the number of gates. Table 3.3 summarizes the fidelity of two-qubit Randomized
Benchmarking (RB) on three IBM machines. The results show that even though DCT based
compression is lossy, the decompressed waveform is similar to the original, because of
which there is minimal effect on the fidelity of the gates.

Table 3.3: RB fidelity for uncompressed baseline pulse and compressed pulses with window
size of 16.

Design

2Q RB Fidelity

IBM Bogota

2Q RB Fidelity

IBM Guadalupe

2Q RB Fidelity

IBM Hanoi

Baseline 0.980 0.978 0.987
DCT-N 0.982 0.977 0.989
DCT-W 0.983 0.976 0.986

int-DCT-W 0.983 0.975 0.988

3.3.3 COMPAQT microarchitecture

With COMPAQT, waveforms are compressed offline in software after calibration, and then
stored on the control hardware. Thus, microarchitecturally, only the decompression pipeline
will live in the control system for real-time operation.

3.3.3.1 Decompression pipeline

Decompression is a two-step process, as shown in Figure 3.10. In 1 , the codeword generated
by RLE is decoded to yield all the encoded zeros and then in 2 , the IDCT of the resultant
vector produces the decompressed waveform. To enable hardware efficient design, we use
the windowed IDCT algorithm in compaqt. If compression was done using a window size
of sixteen, the samples generated by the RLE decoder and IDCT would scale accordingly.
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Figure 3.10: Decompression pipeline for waveforms compressed with DCT-W/int-DCT-W
(WS=8).

Figure 3.11: Histogram of the number of samples per window in the compressed waveform
(including the RLE codeword) for 132 waveforms from IBM Guadalupe.

Figure 3.12: (a) Interleaved waveform samples in different BRAMs to boost bandwidth
(b) Reduction in number of BRAMs for a waveform with maximum of three samples per
window (including RLE code word) (c) Compressed window with two non-zero samples
interleaved in three BRAMs (d) Interleaved memory organization for a pulse that requires
four samples for a worst-case window.

Compression reduces the waveform capacity, but, more importantly, by storing a small
number of samples and expanding them in the RLE buffer, DCT based compression enables
higher bandwidth. As shown in Figure 3.10, the three compressed waveform samples yield
eight waveform samples after decompression, thereby boosting the waveformmemory band-
width. In our design, for simplicity and efficient hardware synthesis, we design compressed
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waveform memory with uniform width, which is determined by the size of the worst-case
compressed window. For example, the width of the compressed DCT samples (green+blue
squares) in Figure 3.10 is three samples, including the RLE codeword. Figure 3.11 shows
the histogram of the number of samples in every window for int-DCT-W showing that
waveforms are highly compressible. Based on an empirical analysis, the worst-case number
of samples the design must cater to is thus three as shown by the histogram. The design of
the decompression pipeline will be complex if we enable each window to have a variable
number of samples. In compaqt, we choose a uniform input buffer size which sacrifices
compressibility to enable a significant performance boost.

3.3.3.2 Decompression engine design

In the DCT decompression pipeline, the RLE decoder depends on the RLE codeword to
decompress all zeros and feed them to the IDCT stage. The signature in the RLE codeword
can be used to identify the codeword, and if the RLE codeword specifies that cn zeros have
been encoded, the last cn inputs of the IDCT stage can be set to 0.

A major advantage of using int-DCT-W over DCT-W is that the multipliers used for
computing the inverse transform can be replaced with shift-and-add operations, drastically
reducing hardware complexity and improving performance. We encourage readers to peruse
existing designs for DCT-W [33, 78, 224] and int-DCT-W [44, 232, 283] (IDCT circuits are
simply the reverse of DCT circuits).

Table 3.4: Hardware resources needed for the IDCT engine of DCT-W and int-DCT-W.

Variant Window size(WS) Multipliers Adders Shifters

DCT-W
8

11 29 0
int-DCT-W 0 50 26

DCT-W
16

26 81 0
int-DCT-W 0 186 128

Table 3.4 summarizes the differences in requirements for implementing the IDCT in hard-
ware for both DCT-W and int-DCT-W with a window size of eight. The DCT-W design is based
on Loeffler’s algorithm and is the least expensive implementation [162]. For int-DCT-W, the
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multiplications are converted to shift-and-add operations [232]. This optimization enables
the IDCT engine to have a constant latency of one clock cycle.

3.3.3.3 Banked compressed waveform memory

Typically, the RFSoC FPGA clock is slower (≈0.3 GHz) than the DAC sampling frequency
(≈6 GHz). As a result, even in the baseline uncompressed systems, feeding data to the DACs
at the peak sampling rate can become challenging. To solve this problem, waveform samples
for a single waveform are interleaved in multiple BRAMs. By banking waveform memory,
we can compensate for the difference in frequencies between the FPGA and the DAC as
shown in Figure 3.12(a). However, this approach is not scalable and eventually hits a BRAM
bandwidth wall due to the finite number of BRAMs available. In compaqt, we use memory
interleaving with compressed waveforms, as fewer BRAMs are needed for a waveform with
the decompression pipeline.

Figure 3.11 showed that regardless of the window size, the number of samples in the
compressed waveform is ⩽ 3 for int-DCT-W. Figure 3.12(b) is an example showing how
if the waveform samples were originally interleaved in multiple BRAMs, the number of
BRAMs needed after compression with WS=16 would be just three (if WS=8 was used, the
number of BRAMs would have been six, since two 8-point IDCT modules would be needed).
The decompression block in the figure is the pipeline shown in Figure 3.10 and the results
after decompression can be stored on distributed memory in the RFSoC until they are used.
Figure 3.12(c) shows how the input to the decompression engine is zero if the number of
samples in the window is less than the maximum number and Figure 3.12(d) show a case
where the maximum number of samples per window is four.

Table 3.5: Number of qubits that can be supported by an FPGA based design with uncom-
pressed waveform memory and a design with compressed memory using int-DCT-W for
different window sizes.

Uncompressed WS=8 WS=16

Number of qubits

(normalized)

1 2.66 5.33

We reduce the number of concurrent reads from BRAMs required to control one qubit.
As a result, RFSoCs can drive significantly more qubits. Table 3.5 shows how different
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Figure 3.13: Compression ratios of the basis gates for all 16 qubits of IBM Guadalupe using
int-DCT-W with WS=16.

window sizes increase the number of qubits that can be controlled by an RFSoC based
controller. This gain is independent of the ratio of FPGA clock frequency and DAC sampling
rate as long as the clock frequency ratio is a multiple of the window size. If the ratio is not
a multiple of the window, then the gain will be slightly lower. As an example, consider
the case where the ratio is 6x. For such a system, uncompressed waveforms would require
interleaving of samples between six BRAMs per waveform. If compressed waveforms with
WS=8 were used, the number of BRAMs needed per waveform would be three (assuming
the same distribution as shown in Figure 3.11). The gain in the number of qubits for such
a system would be 2x, which is slightly less than the case where the ratio is 8x. The ratio
between the DAC and FPGA was 16x in QICK due to which it can theoretically support
about 36 qubits. Using compaqt with WS=8, number of qubits can be increased to about 95
qubits, and for WS=16, we can drive 191 qubits concurrently. Although the availability of
DACs and the limit of Frequency Division Multiplexing (FDM) may result in lesser qubits,
the theoretical bounds of the control computer will no longer bottleneck the scalability of
the FPGA platforms.

3.3.4 Evaluating compressed waveform memories

3.3.4.1 Gate compressibility

We evaluated the compressibility of the gate pulses using compaqt for five IBM quantum
computers. Table 3.6 reports the minimum, average, and maximum compressibility of a
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control pulse used on IBM hardware. Despite the diversity in the pulse shapes, we observe
that all control pulses are highly compressible. For example, as shown in Figure 3.13, on
average, we can compress the control pulses by more than 5x for each qubit device on
the IBM-Guadalupe. Note that in Figure 3.13, the compression ratios for CNOT gates are
averaged over all CNOT gates that can be performed using a qubit device, whereas Table 3.6
reports the minimum and maximum compression ratio for an individual gate pulse on the
IBM hardware. We observe that on all platforms the SX-gate has the lowest compression
ratio of 5.33 with our design.

Table 3.6: Minimum, maximum, and average compression ratios with int-DCT-W (WS=16).

Machine

Compression Ratio (R)

Min. Max. Avg.

IBM Toronto 5.33 8.11 6.49
IBM Montreal 5.33 8.02 6.45
IBM Mumbai 5.33 8.05 6.47

IBM Guadalupe 5.33 8.02 6.48
IBM Lima 5.33 7.92 6.33

3.3.4.2 Gate fidelity with COMPAQT

To evaluate whether compressed waveforms degrade the fidelity of quantum circuits, we run
circuits for 80K shots with and without waveform compression and compute the normalized
fidelity by taking the ratio of the fidelities of compaqt and the uncompressed baseline.

Figure 3.14 shows the normalized benchmark fidelities for WS=8 and WS=16 with
int-DCT-W on IBM Guadalupe. Norm. fidelity close to one means both the baseline and
compaqt have identical fidelities, indicating no degradation due to lossy compression. For
window size of WS=16 we see no fidelity degradation but for the WS=8, there are significant
fidelity losses for some benchmarks due to distortions introduced at the boundaries of
consecutive windows. These distortions can be reduced by using overlapping windows
to compress the waveform. Note that in some cases normalized fidelity is slightly greater
than one, indicating compaqt is more reliable. This can be attributed to the variability
in the experiments. Note that the fidelity for the QAOA benchmarks was determined by
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Figure 3.14: compaqt fidelity normalized to baseline fidelity on IBM Guadalupe. The
baseline fidelities are annotated beneath the benchmark names.

computing the normalized fidelity [109, 163]. We observe that the fidelity degradation is
less than 0.5% for the largest QAOA benchmark using 10 qubits with a window size of 16.

3.3.4.3 Scalability of COMPAQT with RFSoCs

To evaluate the scalability of compaqt on RFSoC platforms, we evaluate the maximum
clock frequency, resource utilization and maximum number of concurrent gates that can be
executed for key benchmark circuits.

Clock frequency. We use QICK [241] as the baseline design with a maximum frequency
of 294 MHz. For compaqt, the maximum achievable frequency drops by more than 33%
to 195 MHz for the pipelined DCT-W engine, as shown in Figure 3.15. This degradation
results from complex design and long critical path due to multipliers. In comparison, the
unpipelined int-DCT-W design introduced a worst-case degradation of 10%, which can be
pipelined to enable a design with no clock frequency degradation. These results can be
scaled to arbitrary number of qubits as to control multiple qubits the individual qubit control
block will be instantiated in parallel having a little to no effect on the critical path.

Resource utilization. Table 3.7 shows the usage of critical FPGA resources like Look-
Up Tables (LUTs) and Flip-Flops (FFs) of the baseline design (QICK) and a single IDCT
engine for int-DCT-W with different window sizes. The baseline design can control a single
qubit, but it includes components like the AXI interface that will not scale linearly with the
number of qubits. The resources are not enough to accommodate 100+ qubits. The overall



67

Table 3.7: FPGA resource usage for the baseline and a single IDCT engine for int-DCT-W
for different window sizes. The percentages represent the percent utilization of the total
resources. The designs were synthesized for the same SoC - Xilinx zc7u7ev.

Design LUT Utilization FF Utilization

Baseline 3386 (1.4%) 6448 (1.4%)
int-DCT-W (WS=8) 601 (0.26%) 266 (0.05%)
int-DCT-W (WS=16) 1954 (0.85%) 671 (0.15%)
int-DCT-W (WS=32) 9063 (3.93%) 1197 (0.26%)

resource usage per module will be lower than 1% for RFSoCs, as they have significantly
more resources than the device used for this evaluation (the RFSoC used by QICK has 400K+
LUTs and 800K+ FFs). Compared to BRAMs, LUTs and FFs are more readily available on
FPGA and so using a compressed memory architecture trades memory units (BRAMs) with
system logic (compute) per qubit in FPGAs. The design of the IDCT hardware used for these
evaluations can be further optimized by pipelining.

Although increasing window size can improve compression efficiency, using a larger
window size such as WS=32 with int-DCT-W uses significantly more resources than WS=16,
which makes it a sub-optimal design as a single iDCT engine uses more than 4% of the total
LUTs. In summary, int-DCT with WS=32 reduces clock frequency and adds complexity,
limiting the scalability.

Figure 3.15: Degradation of clock frequency compared to baseline for different decom-
pressed waveform memory architectures.
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3.3.5 Scalability of COMPAQT with ASICs

Figure 3.16: Power dissipated by the cryogenic controller with the uncompressed and
compressed memory.

The intrinsic BRAM bandwidth on FPGA-fabric limits their scalability. Compressing
waveform memory can help improve such systems. However, unlike BRAMs, SRAMs used
in ASICs can operate at much higher frequencies and deliver significantly more bandwidth.
However, for ASICs designed to work at cryogenic temperatures, it is crucial for the overall
architecture to be as power efficient as possible due to tiny power budget at 4K. While the
cooling capacity of dilution refrigerators will probably have to be expanded in the future
to accommodate more qubits, the power budget will still be limited and minimizing the
power dissipated by digital components like waveform memory can help optimize other
components of qubit control that are critical for high-fidelity gates. For example, 50% of
the total power (23mW) in the cryogenic chip presented in [88] was dissipated by digital
components (including the digital frontend of the DACs).

3.3.5.1 Scalability of QEC experiments

Demonstrating a small set of logical qubits that run quantum error correction is a cru-
cial milestone in achieving fault-tolerant quantum computation. Surface code is a leading
candidate for implementing QEC [85] and its effectiveness have been demonstrated experi-
mentally for low-distance codes [4, 144, 170, 281]. As systems scale and add more qubits to
move towards fault-tolerant systems, the number of logical qubits that a single controller
can support will thus be an important metric.

Figure 3.17(a) shows the maximum number of concurrent operations at any given time
during the syndrome generation cycle in two variants of a distance three surface code patch.
More than 80% of the physical qubits to create one logical qubit are driven concurrently,
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Figure 3.17: Increasing the number of logical qubits that can be supported; (a) The peak
concurrent operations for a d=3 code; (b) The maximum logical qubits that can be supported
by different Xilinx RFSoC based designs.

which makes it important for a controller hardware to be able to support concurrency in as
many qubits as possible. Figure 3.17(b) shows that compaqt can control 5x more logical
qubits compared to an uncompressed baseline.

3.3.6 Conclusions

As qubits scale beyond the 100-qubit mark, scaling the control hardware with brute-force
methods will be infeasible. Integration using RFSoCs and cryogenic ASICs will be required
to enable scale qubit control hardware. However, in this paper, we show that the internal
memory bandwidth used for playing waveforms in RFSoC-based systems becomes a bottle-
neck. Furthermore, for controller ASICs, the power dissipated by the waveform memory
is a significant portion of the total power and optimizing the memory architecture will
enable better scalability in such systems. To solve these problems with waveform memory
in different types of controllers, we present compaqt, a compressed waveform memory
architecture that compresses waveforms in software before they are loaded on the controller.
In hardware, waveforms are decompressed just before they are needed. Our results show
that for RFSoC-based systems, the number of qubits that can be supported increases by
more than 5x compared to the baseline. For CMOS ASICs, the reduced number of accesses
required per waveform reduces power dissipation by more than 2.5x. Compressed waveform
memory has minimal effect on the gate fidelity, as shown on real quantum hardware, while
enabling more scalable controllers.
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3.4 Hardware-Efficient Machine Learning-based Qubit

Readout

Due to the complexity of the readout process, which involves multiple analog components
like filters and amplifiers, reducing readout errors cannot be achieved by merely optimizing
a single part in the pipeline. Improvements to readout hardware, such as Purcell filters
and Josephson Traveling Wave Parametric Amplifiers [110, 166, 223] have improved qubit-
readout accuracy. Such hardware enhancements are beyond the scope of this paper. In
contrast, statistical methods that mitigate readout errors on a distribution of readout re-
sults [31] have been proposed to help applications of the Noisy Intermediate Scale Quantum
(NISQ) era, where the same program is run thousands of times to generate a probability dis-
tribution to reveal the most likely result. However, such statistical methods do not improve
the readout accuracy for single-shot readout, i.e., the accuracy of a single measurement. In
this work, we focus on improving single-shot qubit-state discrimination.

Apart from improving the analog components of the readout hardware, single-shot
qubit-readout accuracy can be improved by designing better discriminators. The state-of-
the-art deep neural network-assisted discriminator demonstrated by Lienhard et al. [149]
achieved a significantly higher readout accuracy for a group of frequency-multiplexed qubits
compared to other discriminators, such as matched filters and support vector machines.
This was achieved by using the digitized readout signal at the intermediate frequencies as
an input to a large Feed Forward Neural Network (FNN) and training it to classify the state
of all qubits. Using the readout signal directly from the analog-to-digital converter without
any digital preprocessing, the FNN effectively utilizes all available information during each
measurement to achieve better qubit-readout accuracy. However, such a discriminator
architecture introduces a substantial overhead – the size of the neural network prevents it
from being implemented in a scalable manner on programmable hardware like FPGAs, which
are used as control hardware for most quantum computers based on superconducting qubits
today. Thus, the discriminator must be implemented in software, and the readout signal has
to be transferred from the control hardware to software every time a qubit measurement is
performed.

Most discriminators implemented on hardware are relatively simple and involve some
form of filtering to reduce the noisiness or dimensionality of the readout data received
from the qubits. Filters such as (mode) matched filters [11, 220, 266] are commonly used to
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reduce the digitized readout signal received from the ADC into a single value that can be
used for discrimination. On the other hand, the deep neural network discriminator [149]
demonstrated that there is a plethora of information in the unfiltered readout signal that
can be used for more accurate discrimination. However, using a software discriminator
introduces a significant latency overhead to the readout operation due to the expense of
transferring the high-dimensional readout traces to software.

Figure 3.18: Goal: Fast hardware readout discriminator.

Figure 3.18 summarizes the problem – hardware discriminators are fast but inaccurate,
while highly accurate ML-based discriminators are slow and computationally expensive.
We seek to find a hardware discriminator that is scalable, and achieves accuracies at par or
better than ML-based discriminators.

3.4.1 Scaling high-fidelity readout

3.4.1.1 Single-shot qubit readout fidelity

Efforts to improve qubit-readout fidelities can be divided into two broad categories: (a)
statistical error mitigation over an ensemble of measurement results, and (b) improving the
readout accuracy per measurement (single-shot). Statistical error mitigation uses a trained
error profile to reduce errors in the probability distribution of the measurement (obtained
after running the same experiment for many shots). Measurement error mitigation [31, 124]
is an example of such an approach, along with an alternative where neural networks are
used to learn the error profile [134].
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Methods to improve single-shot readout accuracy are beneficial for both near-term
and long-term applications. Active error mitigation methods that use ancillary qubits
for mitigating error via redundancy [10, 90, 111] and methods that optimize the readout
pipeline, such as deep learning assisted readout [149] are ways to improve the single-shot
qubit readout accuracy. Since any improvements to the readout pipeline that result in better
readout fidelity automatically benefit active readout error mitigation, we limit our discussion
to techniques such as the Feed Forward Neural Network (FNN) discriminator presented by
Lienhard et al. [149] that optimize the readout pipeline.

Figure 3.19: Overview of the baseline [149] design.

3.4.1.2 Baseline design

An overview of the baseline FNN (1000-500-250-32) design proposed by Lienhard et al. [149]
is illustrated in Figure 3.19. The intermediate-frequency readout signal is digitized and
buffered before being sent to software classifier. Every readout trace has 500 elements for
both I and Q channels, with each element corresponding to a 2ns interval (total readout
duration is 1µs). The 1000 elements corresponding to a single trace are then used as inputs
to an FNN. The baseline design does not demodulate the readout signal. It uses all samples
from the ADC to minimize undersampling, and thus the input layer consists of 1000 neurons.
The FNN has 32 outputs corresponding to a five-qubit system’s 25 basis states.
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3.4.2 Enabling high-fidelity readout

We present High Fidelity Hardware-efficient Qubit Readout using Low-dimensional Traces
(HERQULES)2, a holistic architecture that focuses on improving the fidelity, reducing the
latency, and enhancing the scalability of superconducting qubit readout3.

3.4.2.1 Design overview

The baseline design [149] uses a large Feed Forward Neural Network (FNN) trained on
the readout traces at intermediate frequencies from the ADC to discriminate qubit state.
This architecture learns features corresponding to crosstalk, qubit decay, and other non-
idealities to achieve high-fidelity qubit readout. Unfortunately, large FNNs require significant
computational and memory resources, forcing designers to run them in software, as shown
in Figure 3.20(a).

To enable efficient design, we present HERQULES that reduces the dimensionality of
the readout trace using matched filters (MF) and feeds this data to a significantly smaller,
hardware-efficient FNN to infer the qubit states as shown in Figure 3.20(b). A MF reduces
the dimensionality of the demodulated time traces to a single dimension with two classes
maximally separated. The reduction in the dimension of the input data allows for a smaller
FNN, as shown in Figure 3.20(b). Furthermore, HERQULES introduces additional classifiers
into the readout pipeline to detect qubit relaxation. An additional MF-based discriminator is
tasked to catch qubit relaxation (relaxation matched filter (RMF)) as shown in Figure 3.20(c).
HERQULES shows that by feeding the FNN with other specialized classifiers, such as MFs,
we can compensate for non-idealities occurring in frequency-multiplexed qubit readout
architectures.

In the rest of this section, we further describe our design to explain the training (done
in software) and the inference (in hardware) processes for HERQULES.

2Available online: https://github.com/satvikmaurya/HERQULES
3This work [176] was done in collaboration with Chaithanya Naik Mude, Benjamin Lienhard, William D.

Oliver, and Swamit Tannu. Chaithanya Naik Mude helped with setting up the baseline design using PyTorch,
and Benjamin Lienhard provided the readout datasets used in this work.

https://github.com/satvikmaurya/HERQULES
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Figure 3.20: Overview of pipeline designs; (a) Baseline – Feed forward Neural network
(FNN) on ADC data, without dimensionality reduction; (b) mf-nn: dimensionality reduction
with matched filter (MF), then as input to FNN (smaller network than the baseline); (c)
mf-rmf-nn: Additional feature with relaxation matched filter (RMF) over and above mf-nn.

Figure 3.21: (a) Matched Filter (MF) training: Ground state traces (Tr0) and excited state
traces(Tr1) are processed to get MF envelopes; (b) The dot product of the traces and MF
envelopes is computed using multiply-and-accumulate (MAC) units; (c) The computed
dot product is input for a Feed Forward Neural Network (FNN); (d) Comparison of LUT
utilization between mf-nn and mf-rmf-nn (remaining component utilization is relatively
low).

3.4.2.2 Dimensionality reduction using matched filters (MF)

The FNN discriminator used every time-bin element of the readout trace received from the
qubits as an input feature, resulting in an input layer of 1000 neurons for a 1µs readout
trace [149]. However, using such a neural network, non-idealities, such as the effects of
crosstalk, can be mitigated to improve the combined readout accuracy for a frequency-
multiplexed readout scheme. To retain the advantages offered by neural networks in
mitigating readout crosstalk while reducing the amount of data used to discriminate the
state of a qubit, we use a combination of a kernel for dimensionality reduction and a
significantly smaller neural network for mitigating non-idealities. We call this design
mf-nn.

MFs maximize the signal-to-noise ratio (SNR) for signals with linearly added Gaussian
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noise and in the absence of state transitions and have been shown to be optimal for single
qubit readout [220] (see Appendix A). Many experimental and commercial superconducting
quantum computing systems utilize MFs for qubit-state discriminators [32, 48, 255]. As
described below, MFs are straightforward in training and inexpensive to implement in
hardware, making them ideal for dimensionality reduction with preserving features that
maximize the separation between two classes. Note that a Matched Filter (also referred to
as Linear Discriminant Analysis [164, 259]) is a lightweight supervised learning method
that requires labeled data.

MF training. The readout signal is 2D (I and Q values) and varies with time. The MF
envelope is derived by computing the ratio of the mean and variance of the difference
between the two classes, visualized in Figure 3.21(a). A separate MF envelope is trained for
both I and Q components of the readout signal but for brevity, we refer to both envelopes in
the singular. Since this envelope is unique for every qubit, the number of envelopes that need
to be trained for readout scales linearly with the number of qubits. MF’s training overhead
is significantly lower than the baseline FNN, making HERQULES agile and efficient.

MF inference. The MF output is essentially a dot product between the trained envelope
env and the demodulated trace Tr being discriminated. For both I and Q components,
the result of the matched filter is thus

∑
j∈I,Q

∑T
t=0 envj(t).Tr(t), where T is the readout

duration. Since the envelopes of both I and Q components are summed together, the final
result is a single scalar value. The MF operation can be implemented in hardware using
inexpensive multiply-and-accumulate (MAC) units, as shown in Figure 3.21(b).

3.4.2.3 Feed-forward neural network architecture

Matched filtering allows a readout time trace to be reduced to a single value. Typically, this
value is utilized to discriminate between two states through thresholding. Here, however,
we use the filtered values as inputs to a Feed Forward Neural Network (FNN). In general, for
the readout of a frequency-multiplexed group ofN qubits, NMF outputs form the inputs
to a neural network with N neurons in the input layer, as shown in Figure 3.21(c). Since
the size of a group of multiplexed qubits is relatively small (5 to 10 qubits), this drastically
reduces the size of the neural network and simplifies the design.
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Table 3.8: Qubit-readout accuracy of baseline [149], different designs, and cumulative
accuracy F5Q = 5√F1F2F3F4F5.

Design Qubit 1 Qubit 2 Qubit 3 Qubit 4 Qubit 5 F5Q F4Q

Baseline 0.969 0.753 0.943 0.946 0.97 0.912 0.957
mf 0.968 0.734 0.891 0.934 0.956 0.892 0.937

mf-svm 0.968 0.738 0.895 0.928 0.953 0.892 0.936
mf-nn 0.969 0.740 0.901 0.936 0.957 0.896 0.940

mf-rmf-svm 0.981 0.752 0.959 0.957 0.986 0.923 0.970
mf-rmf-nn 0.985 0.754 0.966 0.962 0.989 0.927 0.975

FNN training. The FNN can be trained only after the MFs for all the qubits in the -
frequency-multiplexed group of qubits have been trained. The training of the FNN can then
be performed utilizing the same training set as the one used to train the MF. The FNN is
trained with a cross-entropy loss with two hidden layers. The overall FNN architecture used
is N→ 2N→ 4N→ 2N, where N denotes group size in the frequency-multiplexed group
of qubits.

FNN inference. The trained FNN can be used to obtain discriminated values for all
N qubits in the group. The benefits of using a smaller FNN in hardware are shown in
Figure 3.21(d), where the LUT usage on an FPGA for the mf-nn design drops to below 8%
for a single FNN catering to five qubits.

3.4.2.4 Improving readout fidelity with qubit relaxation detectors

So far, we have used an MF to reduce the dimensionality of the readout time traces acquired
after the ADC and a neural network to mitigate non-idealities. However, Table 3.8 shows
that the use of a smaller FNN can not match the accuracy of the baseline FNN design [149].
We observe that the qubit-readout accuracy achieved by the smaller neural network is
greatly affected by relaxations (1→ 0 transitions). Typically, during measurements, qubits
can undergo undesired state transitions. Excited-state relaxation is a stochastic process and
its probability increases exponentially in the measurement operation latency. To enhance
readout fidelity, we focus on detecting qubit relaxation to reduce the diminishing impact on
the qubit-readout accuracy.
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Insight. Relaxations during readout cause a bias, i.e., the readout fidelity of qubits in the
ground (‘0’) state exceed the one of qubits in the excited (‘1’) state. This bias has led to
work such as invert and measure, where this state-dependent bias is used to improve the
overall readout accuracy [10, 90, 235, 250]. However, all prior works focus on reducing the
readout bias using statistical techniques applied to a large number of qubit measurements
and do not improve the single-shot qubit-readout fidelity, which is essential for quantum
error correction. The critical insight of our design is -

The readout trace of a qubit relaxing during readout differs from error-free traces for the
ground and excited states.

Using this insight, we train anMF to detect relaxations (1→ 0 transitions) during readout
to accurately estimate the state of the qubit prior to the measurement.

3.4.2.5 Identifying relaxation traces during training

Training a machine learning model to detect qubit relaxation in a supervised manner
is challenging, as qubit relaxation is an uncontrolled stochastic process. Unlike typical
supervised training used for readout classifiers, where a qubit is prepared in a known state
to generate a training dataset, creating labeled relaxation traces is implausible. Moreover, the
relaxation traces are device dependent. To solve this problem, we propose a computationally
efficient and accurate unsupervised algorithm that automatically identifies the relaxations
and classifies qubit-readout traces as true ground states (‘0’), excited states (‘1’), or qubit-state
relaxations (1→ 0) traces.

We propose Algorithm 2 to identify relaxation traces. For every qubit-readout trace in
the baseline dataset, we have labels ’0’ and ’1.’ This labeled dataset is typically generated
during the device calibration. The proposed Algorithm 2, further refines these labels into
trusted ground (‘0’), excited (‘1’), and qubit-state relaxation (1→ 0) time traces without
running any additional calibration experiments. For example, we use the baseline dataset
consisting ofNtrain traces, with each trace being a 2D matrix (one dimension each for the I
and Q components) with a length equal to the readout duration. From the baseline dataset,
Algorithm 2 estimated 4.3%, 8.9%, 11.6%, 6.5% of the total traces were relaxation traces for
qubits 1, 3, 4, and 5 respectively (the lack of distinguishability results in noisy results for
qubit 2).
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Algorithm 2: Identify relaxation traces in training set
Input: Trin: Readout traces from training set
Output: Trrelax: Relaxation traces

1 Function getRelaxationTraces(Trin):
2 Trin: Ntrain traces, each trace a 2D vector
3 traces0 = Trin[0] // (‘0’) traces
4 traces1 = Trin[1] // (‘1’) traces
5 for i in Ntrain do

6 mean0[i] =mean(traces0[i])
7 mean1[i] =mean(traces1[i])

8 end

9 centroid0 =mean(mean0)
10 centroid1 =mean(mean1)
11 radius= distance(centroid0,centroid1)/2
12 for tr1 in traces1 do
13 if distance(tr1,centroid0)⩽ radius then
14 // Append index of original trace
15 Trrelax.append(index(tr1))
16 end

17 return Trrelax

For labeling relaxation traces, we first reduce the dimensionality of each qubit-readout
trace by computing theMean Trace Value (MTV), which is amean value of I andQ components
for the trace. The key insight behind this algorithm is that traces that relax to the ground state
have a MTV similar to traces that are correctly identified as ‘0,’ as depicted in Figure 3.22(a)
showing the MTV of all traces in the training set. The measurements that are labeled
as ‘1’ but lie in the region dominated by the ‘0’ measurements are thus either (a) traces
corresponding to relaxations that occurred during readout, (b) traces corresponding to
relaxations that occurred before readout, or (c) initialization errors. For training purposes,
(b) and (c) present the same behavior. To keep the identification simple, we assume that all
cases are due to reason (a), even though this may bias the process. Thus, to detect relaxation
errors, we define a circular region for both classes, where the centers are the means of all
points corresponding to each class (centroids), and the radius is half the distance between
the two centroids.
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Figure 3.22: (a) Plot of I vs. Q values along with centroids of ground and excited-state
traces shown as mean-trace values (MTV); (b) The traces corresponding to a ground state
(0), excited state (1), and relaxation (1→0).

3.4.2.6 Adding features for better accuracy

Once traces corresponding to qubit-state relaxations have been identified, they can be used
to train a classifier that can distinguish between relaxations and true ‘0’ traces. Choosing
the correct filter/detector is the next step. As shown in Figure 3.22(b), the time evolution
of a trace corresponding to a qubit-state relaxation is different from a trace corresponding
to a reliable ground state measurement. We use this observation to create another MF
for every qubit in the system, here referred to as a Relaxation Matched Filter (RMF). The
RMF is trained using the relaxation traces (Trrelax) identified from the training set and the
ground-state traces (Tr0) with the formulamean(Trrelax−Tr0)/var(Trrelax−Tr0). This
is thus different from the general MFs, which are trained using the ground and excited-state
traces.

The second part of our design involves expanding the inputs of the FNN used in the
mf-nn design to accommodate the output of the RMF. Since there are N RMFs for N qubits
in a frequency-multiplexed group of qubits, the input layer of the FNN increases from N to
2N neurons. This intuitively corresponds to adding more features to the input data for the
neural network to use, thus changing its role from just identifying crosstalk to using the
data from both kinds of MFs to yield an optimal result. Depicted in Figure 3.23, we call this
design mf-rmf-nn. The mf-nn design can also be derived from mf-rmf-nn by removing
the RMFs and reducing the input layer of the neural network to 5 neurons.



80

Figure 3.23: mf-rmf-nn design overview.

The benefit in discrimination accuracy by adding the RMF and modifying the role of the
FNN is summarized in Table 3.8. For almost all qubits, we see a minimum of 1.5% increase
in qubit-readout accuracy with mf-rmf-nn, with qubit 5 reaching 98.9% accuracy. Qubit
2’s lack of improvement can be explained by the fact that there was no separation between
the ground and excited states, due to which the algorithm used for determining relaxation
traces yielded very noisy results. We achieve substantial gains in accuracy without using a
significant amount of hardware – as shown in Figure 3.21(d), the increase in LUT usage on
an FPGA due to an increase in the size of the input layer and additional MFs is marginal,
utilization increases from 7.15% to 7.79% to support five-qubit readout. Compared to the
FNN implemented in the baseline, which at best requires an entire FPGA, HERQULES allows
high-fidelity and scalable qubit readout. Overall, we see a 1.44% improvement in cumula-
tive accuracy (F5Q) over the baseline, which corresponds to a 16.4%(= 92.66−91.22

100−91.22 ) relative
improvement in the readout infidelity. If qubit 2 is omitted4, then the improvement to the
cumulative accuracy (F4Q) is 1.85% over the baseline, corresponding to a 42.9% relative

improvement in inaccuracy. The precision (recall) of the predictions made by mf-rmf-nn
for the five qubits were 98.6% (98.4%), 78.6% (69.7%), 97.1% (96.2%), 95.5% (97%), and 98.8%
(99.1%) respectively.

4The distinguishability of the states of qubit 2 is limited due to the experimental setup [149].



81

Figure 3.24: Comparison of misclassification of ground (‘0’) and excited (‘1’) states for all
qubits between mf-nn and mf-rmf-nn designs.

3.4.2.7 Crosstalk mitigation

To illustrate the benefit of neural networks for qubit-state discrimination, we perform
cross-fidelity [110, 149] studies. Cross-fidelity is a measure of correlations between parallel
qubit measurements, thus capturing information on correlated errors occurring due to
crosstalk. Cross-fidelity is defined as: FCFij = 1−[P(ei|0j)+P(gi|1j)],(i ̸= j); where 0j (1j)
is the preparation of the qubit j in the ground (excited) state and gi (ei) is the measured
qubit i in the ground (excited) state. Cross-fidelity captures the crosstalk between readout
resonators i, j (since every qubit is connected to its own resonator). Table 3.9 shows that
using the neural network reduces crosstalk in all cases, especially for a hamming distance
of one where readout crosstalk dominates (qubit-qubit interactions dominate errors for
hamming distances 2 and 4) where the reduction is more than 3x compared to a design
that uses a linear Support Vector Machine (SVM) instead of a neural network. Note that
supressing crosstalk is essential as correlated errors are hard to detect and correct.

Table 3.9: Mean absolute values of the cross-fidelity (FCF) for different hamming distances
(lower is better).

Design ⟨|FCF
j=i±1|⟩ ⟨|FCF

j=i±2|⟩ ⟨|FCF
j=i±3|⟩ ⟨|FCF

j=i±4|⟩

Baseline 0.002 0.005 0.002 0.0003
MF 0.0108 0.015 0.0021 0.0008

MF-NN 0.0071 0.011 0.003 0.0003
MF-RMF-SVM 0.011 0.0077 0.0024 0.0006
MF-RMF-NN 0.0031 0.0062 0.0008 0.0005
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Figure 3.25: Logical error rate per round vs. physical gate error rate for surface code of
distance 7 for different values of the averaged readout error (ϵR). The logical error rate is
equal to the physical error rate at the dash-dot line.

3.4.2.8 Why does the RMF improve accuracy?

By training the RMF to separate qubit-state relaxation traces and ground-state traces, we
provide the FNN with additional features of the qubit-readout signal. Figure 3.24 shows
empirically how additional features provided by the RMF help reduce the number of mis-
classifications made by the mf-rmf-nn discriminator for the excited (‘1’) state for all qubits,
which improves the overall readout accuracy. For qubit 2, the information provided by the
RMF was noisy and the improvement was marginal.

3.4.3 Impact on quantum error correction

Effect of readout errors. The unreliability of today’s NISQ-era quantum computational
systems necessitates using Quantum Error Correction (QEC) codes to increase their use-
fulness. Surface codes [87] are among the most promising QEC protocols. To evaluate the
effect of readout error on surface codes and to show that reducing readout errors is just as
important as reducing the physical gate error rate to the efficacy of the surface code, we use
the Stim [94] stabilizer simulator with different values of average readout error rate (ϵR =
0%, 0.5%, 1%, and 2%). As shown in Figure 3.25, a 1% increase in ϵR can cause the logical to
surpass the physical gate error rate, which undermines the protection promised by QECs.

Scalability. The FNN used by the baseline design [149] cannot be efficiently implemented
in hardware, making its use for the surface code impractical. This is because the signal
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Figure 3.26: (a) FPGA resource utilization for HERQULES; (b) Reduction in the syndrome
generation cycle time (lower is better) for a surface-17 circuit [262] with gate durations
from different systems (Google, IBM).

output stream from the ADC for every group of multiplexed qubits needs to be transferred
to software for discrimination, thus requiring a tremendous amount of bandwidth for
large numbers of qubits while increasing the latency of discrimination. In comparison,
HERQULES can be efficiently implemented in hardware, with resource utilization numbers
shown in Figure 3.26(a). Assuming that 80% of resources are available for readout on an
RFSoC controller like QICK [240], a single RFSoC can potentially read out more than 50
qubits with extremely low latency. This is in stark contrast to the baseline design which
at best can read out a single group of multiplexed qubits per RFSoC. FPGAs such as the
Virtex Ultrascale+ have larger fabrics, but do not offer the scalability advantages and cost-
effectiveness offered by RFSoCs [240, 255] for quantum control applications.

3.4.4 Conclusions

HERQULES is a high-fidelity readout discriminator for superconducting qubits with a
scalable, hardware-efficient architecture. HERQULES achieves up to 2% improvement
(97% −→ 99%) in single-qubit readout accuracy compared to the state-of-the-art baseline
design while using a small and lightweight neural network that can be easily implemented
on current and future hardware platforms. HERQULES can thus be implemented on conven-
tional FPGA control hardware used in commercial and experimental quantum computers to
enable low-latency discrimination with very high accuracy. We envision rich architectural
design space to enable readout pipelines with higher fidelity and low latency readout and
features that can be used for fault-tolerant quantum computers.
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3.5 Summary

In this chapter, we presented COMPAQT and HERQULES, two optimizations to the low-
level qubit control and readout pipelines for superconducting qubits. COMPAQT enables
scalable qubit control by compressing waveforms required for implementing quantum
gates. By using a lightweight discrete cosine transform (DCT) based compression algorithm,
waveforms can be compressed efficiently without an appreciable loss in gate fidelity. Wave-
form compression reduces the bandwidth requirements of the waveform memory, since
decompression can directly provide samples to the digital-to-analog converters (DACs) at
the required bandwidth. Compression thus reduces the memory capacity and bandwidth
requirements, which makes FPGA- or ASIC-based controllers more scalable and power
efficient. In the context of fault-tolerant quantum computers, COMPAQT can allow a single
RFSoC-based controller to control 5× more logical qubits than a baseline system that does
not use compression. HERQULES on the other hand targets the qubit readout pipeline. By
using a combination of matched filters, HERQULES can (1) detect 1→ 0 transitions occurring
during readout (thermal relaxations) and (2) use a significantly smaller neural network for
accurate state discrimination and crosstalk mitigation. This allows HERQULES to attain an
overall readout fidelity 16.4% better than the state-of-the-art neural network discriminator,
while consuming less than 8% of the total LUTs on a commercial FPGA. HERQULES is thus
scalable and can allow for lower logical error rates on fault-tolerant quantum computers.
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Chapter 4

Accelerated Decoding for QEC

4.1 Introduction

Implementing fault-tolerant quantum computers requires fast, accurate decoders. As shown
in Chapter 1, decoders sit directly above the low-level control hardware used for controlling
and measuring qubits. Figure 4.1 shows the position of the decoder relative to the control and
readout components of the classical control system. Syndromes generated by the readout
hardware are buffered before being fed to the decoder. The decoder identifies the qubit(s)
which experienced errors from the batch of syndromes it decoded. What makes decoding
an interesting and challenging problem are the constraints: (a) Decoding must be fast and
should, on average, take less time than the syndrome generation cycle time to prevent a
backlog of syndromes, and (b) decoding must be accurate – it should be able to identify
the correct pattern of errors from the syndrome almost every time. Latency and accuracy
are conflicting requirements due to the complexity of the decoding problem. For classical
error correcting codes, decoding has been proved to be NP-complete [20]. For QEC codes,
optimal (maximum likelihood) decoding for general quantum codes has been shown to be
NP-hard [117], and #P-complete for stabilizer codes [126].

In this chapter, we build on the background given in Section 2.8.3 by elaborating on the
constraints within which decoders must operate in. We then describe a heuristic decoder
tailored for FPGAs for quantum low-density parity check (qLDPC) codes and show how it
performs relative to message passing decoders.
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Figure 4.1: Linking low-level control and readout hardware with the decoder: the syndrome
generation cycle (shown in program form) is repeatedly executed by the control pipeline,
and syndromes are generated by the readout hardware which are then fed to the decoder.

4.1.1 Contributions

We make the following contributions in this chapter:

• We introduce a clustering decoder, an FPGA-tailored version of the generalized union-
find decoding algorithm that uses Belief Propagation (BP) as a pre-decoder.

4.1.2 Organization

This chapter is organized as follows:

• We describe the decoding problem and its constraints in Section 4.2.

• In Section 4.3, we present the clustering decoder.

• In Section 4.4, we show the performance of the clustering decoder for bivariate-bicycle
qLDPC codes.

• Finally, we summarize this chapter in Section 4.5.
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4.2 The Decoding Problem

Decoding was introduced in Section 2.8.3. To recap, decoding of QEC codes requries access
to the check matrixH, the logical action matrixA, and a set of probabilities p corresponding
to each column of H. These weights are often called priors. H, and therefore A and the
priors p are dependent on the noise model associated with the decoding problem. H is
anM×N matrix, where there areM detectors and N faults derived from the code and
the error model. Hij = 1 specifies detector i being flipped by fault j if it occurs. A is a
k×N matrix, where there are k logical qubits. p is a list of N probabilities, where pj is the
probability of fault j occurring. In this dissertation, we always use the circuit-level noise
model, where every operation (including idling qubits) can experience errors.

The decoding problem can be defined as follows: The syndrome generation circuit is
executed, and a set of (unknown) faults F occurs with probability Pr(F). The syndrome
bitstring σ(F) =HF is known, even though F is not. The syndrome is passed to a decoder
D, which is a classical algorithm with knowledge of H, A, and p. The decoder outputs
a correction F̂ = D(σ(F)). If a(F)+a(F̂) = A(F+ F̂) = 0, then we say that the decoder
succeeds; otherwise, it fails. When the decoder fails, it essentially allows an unknown
change in the state of the logical qubit, which is called a logical error. The figure of merit
that is commonly used to quantify the accuracy of a decoder is called the logical error rate,
which is essentially the failure rate of the decoder over thousands of syndromes for a given
noise model and QEC code. Note that it is not necessary that F̂= F in order for the decoder
to succeed.

Having defined the decoding problem, we now describe two factors that contribute
towards making decoding a hard (but interesting) problem.

4.2.1 Quantum degeneracy

Quantum degeneracy is a feature of quantum codes with no counterpart in classical error
correction, and it fundamentally reshapes the decoding problem. In a well-designed classical
code, the minimum-weight error consistent with a given syndrome is unique, so decoding
reduces to finding the single most-likely error pattern and applying the corresponding
correction. Quantum codes behave differently: as noted above, the decoder succeeds
whenever A(F⊕ F̂) = 0, so it need only identify an error in the same logical equivalence
class as F, rather than F itself.
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A stabilizer code is called degenerate if its stabilizer group contains non-identity elements
of weight strictly less than the code distance d. Whenever this holds, distinct low-weight
errors can share the same syndrome while acting identically on the logical state, differing
only by a stabilizer element. The surface code is the canonical example: because its check
operators have weight four, two error configurations that produce the same syndrome but
follow distinct, homologous paths between the resulting defects differ only by products
of plaquette stabilizers, and are therefore logically interchangeable. The decoder need not
determine which configuration actually occurred—only the correct equivalence class.

Degeneracy is double-edged. On one hand, the multiplicity of valid corrections works in
the decoder’s favor: any correction in the right equivalence class succeeds, not only the one
that exactly reproduces the physical error. On the other hand, many decoding algorithms
inherited from classical coding theory—belief propagation (BP) in particular—implicitly
assume a unique most-likely error vector. When a degenerate code presents many equally
probable, logically equivalent errors, BP can oscillate between these solutions and fail
to converge, degrading its accuracy well below that of (degenerate) maximum-likelihood
decoding, which correctly weighs each equivalence class as a whole. This degeneracy-
induced failure of BP is a primary motivation for post-processing techniques such as ordered
statistics decoding (OSD), which uses the soft reliability estimates from BP to construct a
valid low-weight correction—and, in higher-order variants, to search systematically over
nearby candidates—even when BP itself fails to converge.

4.2.2 Real-time decoding

During the course of the computation on a fault-tolerant quantum computer, syndromes for
more than 1010 QEC cycles can be generated for running useful programs. The decoder must,
on average, process each syndrome within the time budget set by one syndrome generation
cycle—the time required to execute one round of stabilizer measurements, typically on the
order of 1µs on superconducting platforms. If the decoder consistently takes longer than
this budget, unprocessed syndromes accumulate in a queue faster than they are drained,
creating an unbounded backlog that eventually stalls the computation indefinitely.

A further, and often stricter, latency constraint arises from the implementation of non-
Clifford logical gates. Logical Clifford gates are well-behaved with respect to the Pauli
frame: any Pauli error commuting through a Clifford gate is simply re-labeled on the
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other side, so the frame update is tracked purely in software without requiring a physical
correction to be applied to the qubits mid-circuit. Non-Clifford gates break this property.
On most topological codes, logical non-Clifford gates cannot be implemented transversally
and instead require the consumption of a magic state—a specially prepared ancilla qubit.
Figure 4.2 shows the canonical example: the logical TL gate, realized by entangling the
data qubit |ψL⟩ with the ancilla |AL⟩= TL|+⟩ via a logical CNOT and then measuring the
ancilla. The classical outcomem of the measurement determines whether a logical Clifford
correction SmL must be applied to the data qubit to recover TL|ψL⟩. Crucially, Pauli errors
do not commute cleanly through a non-Clifford gate, so this correction cannot be deferred
past the next TL gate in the circuit: the data qubit must stall until the decoder has processed
the accumulated syndrome information and returned an updated Pauli frame. The decoder
thus operates under a hard latency deadline set by the rate of magic state injection. This is
generally referred to as the backlog problem [253].

|ψL⟩

|AL⟩

m

Decoder

SmL TL|ψL⟩
stall: wait for decoder

Figure 4.2: Fault-tolerant TL gate via magic state injection. The data qubit |ψL⟩ is entangled
with the ancilla |AL⟩ = TL|+⟩ via a logical CNOT, after which the ancilla is measured to
yield a classical outcomem (double lines denote classical wires). A classically-controlled
Clifford correction SmL is applied to recover TL|ψL⟩, but the data qubit must stall (dashed
segment) until the decoder resolves the accumulated syndromes and returns an updated
Pauli frame.

Quantum degeneracy increases the complexity of the decoding problem such that it
can reduce the accuracy of certain decoders. The real-time decoding requirement imposes
the latency constraint that makes fast, accurate decoding hard. Due to technologies like
superconducting qubits having syndrome generation cycle times in the order of 1µs, simply
implementing decoders in software (or more specifically on CPUs) will not be enough to
meet the strict latency requirements. This limitation has spurred research in accelerated
decoders – decoding algorithms implemented on FPGAs/ASICs capable of meeting the
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latency requirements of superconducting qubits while maintaining reasonably high ac-
curacies [172, 272, 284]. We now present the clustering decoding algorithm tailored for
implementation on FPGAs which trade off some accuracy for fast decoding times. This
decoder were implemented for the bivariate-bicycle qLDPC code, but is generalized in the
sense that it can be used for any stabilizer code.

4.3 Clustering Decoder

The clustering decoder1 is based on the Union-Find algorithm, first introduced in [63]
for the surface code. Clustering decoders iteratively grow connected subgraphs of the
Tanner graphs defined by H until every cluster can be decoded independently. Clustering
is a divide-and-conquer approach – rather than decoding over the entire graph, it can
be performed over smaller graphs containing all or a subset of the flipped detectors. We
use a generalized version of the clustering algorithm, similar to the one presented in [61].
Algorithm 3 describes the clustering decoder that we implement in this work. An initial
syndrome (and optionally an erasure set) is used for generating the clusters. These clusters
are grown iteratively until the support for the detectors exists entirely within the cluster,
i.e., the cluster is valid. If any clusters overlap with each other, they are merged. Once all
clusters are valid, the decoded result is a combination of the solutions of all independent
clusters.

For tailoring this clustering algorithm for FPGAs, the following components must be
concretely defined:

• Cluster representation: how clusters are defined in logic components on the FPGA.

• Cluster initialization: how clusters are initialized from a syndrome.

• Cluster growth and merge: how clusters are grown and merged on the FPGA.

• Cluster validity and final solution: how clusters are determined to be valid and solved.

We now define these components for the clustering decoder.

1This work is based on [173], in collaboration with Michael Beverland, Thilo Maurer, Markus Bühler,
and Drew Vandeth. The algorithm used by this decoder (shown in subsequent pages) was conceptualized
by Michael Beverland. The FPGA implementation and design was done by Satvik Maurya, along with all
numerics.



91

Algorithm 3: Clustering Decoder
Input: H (decoding matrix),
σ (syndrome),
E (erasure set)
Output: F̂ (correction)

1 C← {{v} : v ∈ σ∪E} // one singleton cluster per syndrome/erasure
node

2 while any cluster in C is not IsValid() do

3 G← any invalid cluster; remove it from C

4 G← grow(G) // expand by one hop in the Tanner graph
5 for G ′ ∈ C overlapping with G do

6 Remove G ′ from C

7 G← merge(G, G ′) // absorb into G; repeat as G grows
8 end

9 Add G to C

10 end

11 F̂← 0
N

12 for G ∈ C do

13 F̂← F̂⊕ FindSolution(H, σ, G) // solve linear system restricted
to G

14 end

15 return F̂

4.3.1 Cluster representation

The data structure used to represent clusters in an FPGA has a direct impact on the complex-
ity of subsequent operations such as growth, merging, and validity checks. A straightforward
approach would be to assign each node in the fault graph a unique ID and store, for each
cluster, the list of its node IDs, but this makes merge detection in an FPGA cumbersome.
Instead, as shown in Figure 4.3, we assign each node in the fault graph a fixed position in a
cluster bitmap, which is a bitstring b ∈ FM+N

2 in which a bit value of 1 indicates that the
corresponding node belongs to the cluster (in FPGA literature, such a representation is often
called a bitmap). We assume Nclus dedicated registers, which along with FFs to contain the
bitmap, include a FF which marks whether or not the cluster is in use, and a FF which marks
whether or not an in-use cluster is valid. As we will see later, we also use the interior faults
bitmap of a cluster, a length-N bitmap indicating the fault nodes whose neighboring check
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nodes all lie within the cluster.

Cluster bitmap

Interior faults bitmap

1
01 1 1 1 11 0 0 1 1 10

f1 f5 f6 f7 f8 f9f3 f4f0 f2

1 1 1 0 0 0 1 1 10
f1 f5 f6 f7 f8 f9f3 f4f0 f2

c1c0 c2

f5

f6f3

f4

f0

f2

c0

f8

f9f7 c2

c1

f1

Figure 4.3: The bitmap representation of a cluster assigns a bit to each node in the Tanner
graph G; the left bits correspond to syndrome nodes and the right bits to fault nodes. The
shaded box highlights a cluster containing nodes c0,f0,f1,f2,f3, which are assigned a value
of 1 in the cluster’s bitmap, with all other nodes assigned 0. Note that in practice the full
decoding graph is much larger than this example.

4.3.2 Cluster initialization

In our work, we use the belief propagation (BP) decoder as a predecoder. This means
that not all syndromes are processed by the clustering decoder – only syndromes not
successfully decoded by BP are passed to the clustering decoder. The BP pre-decoder
produces log-likelihood ratios Λj indicating confidence that fault j occurred. Faults with
Λj ⩾ Λaccept are treated as confident errors and flipped to form a partial correction F̃pre,
which reduces the syndrome weight and thus the number of initial clusters. Faults with
Λerase ⩽Λj <Λaccept are treated as uncertain and form the erasure set E, initializing clusters
over the corresponding fault nodes in the decoding graph (Figure 4.4).
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Figure 4.4: Mapping pre-decoder outputs to cluster decoder inputs. Confident errors
(Λj ⩾Λaccept) are flipped to form the partial correction F̃pre, reducing the syndrome weight,
while uncertain faults (Λerase ⩽Λj <Λ

+
accept) form the erasure set E.

In the FPGA-tailored algorithm, the length-N list of pre-decoder outputs is stored in
a chain of N nodes. Comparators threshold the pre-decoder outputs against the cutoffs
to produce binary vectors for F̃pre and E. Once F̃pre is obtained, the updated syndrome is
computed via binary matrix–vector multiplication over F2 followed by entry-wise binary
addition:

σ← σoriginal+(HF̃pre),

both of which can be implemented efficiently in FPGAs.
At the beginning of the algorithm, clusters are initialized from the input syndrome σ

and the erasure set E obtained from the pre-decoder output. We represent σ and E together
as a length-(M+N) bitmap binit, where the firstM bits correspond to check nodes and the
remaining N bits correspond to fault nodes. Each ‘1’ in binit seeds a unit-bitmap cluster;
for example, binit = 10101 produces unit bitmaps 10000, 00100, and 00001. For later use, we
define the length-(N+M) bitmap u to be all zeros except for a single one in the right-most
position.

To extract each unit-bitmap initialization seed from binit, we first set b← binit. We then
iteratively isolate and remove the right-most one in b using the following loop:

1. Compute c= b+u= ¬(10101)+00001= 01011.

2. Compute d= b & c= 10101 & 01011= 00001.
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3. The result d is the desired unit-bitmap; store it.

4. Update b← b+d= 10101+00001= 10100 to clear the extracted bit.

5. Continue while OR_reduce(b) is nonzero.

This procedure can be applied independently to the check-node and fault-node portions
of binit, allowing parallel initialization of syndrome and erasure clusters and achieving
roughly a two-fold reduction in initialization time.

4.3.3 Cluster growth

Growing clusters requires knowledge of the underlying decoding graph, which is defined
by the check matrix H. We assume the decoding matrix H ∈ FM×N2 is stored in RAM since
its entries need to be accessed quickly. We also assume an ‘extended’ adjacency matrix
Hext ∈ F(M+N)×(M+N)

2 by Hext
ij = 1 iff i= j or vertices i and j are neighbors in G. Unlike H,

the constant matrix Hext does not require independent access of different columns or rows
and can be embedded directly in an FPGA without using RAMs or FFs.

The cluster growth subroutine expands each cluster by adding all vertices adjacent (in
the decoding graph G) to any vertex currently in the cluster, as illustrated in Figure 4.5(a).
In our FPGA-tailored design, we implement this operation using the extended adjacency
matrix Hext.

Given a cluster bitmap b ∈ FM+N
2 , growth is performed as follows:

1. For each column of Hext, perform a bitwise AND with b, yielding an intermediate
matrix B whose rows match those of Hext where b= 1 and are zero otherwise.

2. Apply a column-wise OR to B to obtain the grown bitmap b ′.

4.3.4 Cluster merge

Clusters are merged whenever they share at least one vertex. In the bitmap representation
introduced earlier, this condition can be detected via a simple bitwise operation: if the
bitwise AND of two cluster bitmaps contains any 1, the clusters overlap and must be merged.
Given two cluster bitmaps b and b ′ of length (M+N), the merge procedure is:
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Figure 4.5: (a) Example of cluster growth: all vertices adjacent to any vertex in the current
cluster (highlighted) are added to the cluster. (b) Gateware implementation: columns of
Hext corresponding to 1 entries in binit are selected; a column-wise OR reduction over these
columns yields b ′.

1. Merge predicate: Computem= OR_reduce(b & b ′). Ifm= 1, the clusters share at
least one vertex.

2. Merge operation: Ifm= 1, set b← b | b ′ to obtain the merged bitmap, and assign
the register that held cluster b ′ as empty.

In our cluster decoder implementation, one cluster is grown per update loop. Let G(1)

be the grown cluster and {G(2), . . . ,G(r)} the others. Before growth, each cluster represented
a distinct connected component of G with disjoint bitmap support. After growth, G(1) may
overlap with other clusters and must be merged with them. This is done by checking the
merge predicate betweenG(1) and each of the r−1 remaining clusters in turn, merging into
G(1) whenever required.

4.3.5 Cluster validity and solution

Validity checking then proceeds in three steps:

1. Find interior faults: Verifying the validity of a cluster requires identifying those
fault nodes whose neighboring checks all lie within the cluster.
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2. Index extraction: Determine the row indices (enclosed check nodes) and column
indices (interior fault nodes) from the firstM bits of b and the column indices (interior
fault nodes) from bint.

3. Submatrix extraction: From the fixed decoding matrix H ∈ FM×N2 , select the en-
closed check node rows and interior fault node columns indexed above to form the
submatrix Hsub ∈ Fm×n2 .

4. Solution existence test: Use a linear systems solver to determine if Hsubx= y has a
solution (since its of the form Ax= b).

Determine interior faults. Given a cluster bitmap b ∈ FM+N
2 , let s ∈ FM2 denote its

checks sub-bitmap and t ∈ FN2 denote its faults sub-bitmap (the last N entries of b). The
interior faults bitmap is determined as follows:

1. Use the negated checks bitmap ¬s to select rows of Hext corresponding to checks not
in the cluster.

2. Apply a column-wise OR to these selected rows, yielding a non-interior faults bitmap
c ∈ FN2 .

3. Compute the interior faults bitmap as (¬c) & t.

Index extraction from the cluster bitmap. Determining the row and column indices
for step (2) reduces to finding the indices of all 1-bits in a bitmap b ∈ {0,1}M+N. Separate
lists for checks and faults are required, and as such one can first separate b into bS ∈ {0,1}M

and bF ∈ {0,1}N and handle them independently. A naïve sequential scan over all bits would
be possible, but would require about as many cycles as there are bits. In what follows we
briefly outline an alternative approach that reduces this slow-down (but we do not provide
low-level alorithm details). One can separate the bits of b into consecutive buckets each
containing ∆ bits, and process the buckets in parallel. Within the ith bucket, the 1-bit
indices Ii ⊂ [i∆,(i+1)∆−1] are found from among the ∆ bits in the bucket and arranged
into a sequential list. The lists indices obtained for each bucket are concatenated together
to form a list of global indices.
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Shift-based sub-matrix extraction. We have assumed H is stored in memory. Selecting
arbitrary rows and columns via a large multiplexer would be fast but is impractical under
FPGA timing constraints. Instead, we use a shift-based approach: rows are shifted upward
until the top row matches a required row index, which is then copied to a temporary array.
When a row index matches the first element, or head, of the list of indices in the buckets
corresponding to the check nodes, the index is popped/removed from the buckets, making
way for the next row to be found. After collecting all rows, columns are selected by shifting
left and discarding columns corresponding to non-matching indices in the faults buckets.
While a naïve approach could requiremn cycles for anm×n submatrix, this shift-based
method reduces the worst case toM+N cycles.

Solving the linear system. The final step in validity checking is to solve the system
Hsubx = y, where Hsub is the sub-matrix of H indexed by the cluster’s enclosed check
nodes and interior fault nodes, and y is the corresponding measurement-outcome vector.
A cluster is valid if and only if this system admits at least one solution. Since clusters can
have arbitrary shapes during decoding, Hsub may be highly under-determined (n >m) or
over-determined (m>n), wherem and n are the number of selected rows and columns,
respectively. This requires linear solvers implemented on FPGAs that can solve arbitrary
sized systems, such as the one presented in [119]. These solvers are systolic arrays, which
make them fast and extremely compatible with FPGAs. We assume the use of such a systolic
solver in this work. Note that checking for validity and finding the solution of the cluster
are the same tasks in the context of the clustering decoder. Thus, when a cluster is found to
be valid, the solution returned by the solver is the decoded solution of that cluster. This
solution will only change if this valid cluster is then merged with a different cluster.

4.3.6 Algorithm output

At this point, every active cluster has a well-defined bitmap specifying its enclosed check
and fault nodes. Each cluster’s interior faults are then used to compute a valid per-cluster
correction bitmap F̃(l), and the final correction F̃ is obtained by aggregating these L bitmaps
via bitwise OR:

F̂ = F̃(1)|F̃(2)| . . . |F̃(L).
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Figure 4.6: Cutoff-time performance curves for FPGA-tailored decoders. Logical
error rate versus FPGA cycle budget for Relay [191], cluster decoding, and standard OSD [16],
with runs exceeding the cycle cutoff counted as failures. Relay achieves the lowest error
rates across all tested budgets.

Since clusters are disjoint by construction, this aggregation requires no further conflict
resolution.

4.4 Results

We now evaluate the cluster decoder and compare it with Relay [191], the state-of-the-
art decoder for qLDPC codes, and an FPGA implementation of the OSD algorithm [16].
Figure 4.6 summarizes the results. For a consistent comparison, we use the first leg of Relay
as the pre-decoder for standard OSD and cluster decoding, and all performance data in
Figure 4.6 are reported starting from the end of that leg. For any given FPGA cycle budget,
Relay outperforms both OSD and the clustering decoder by several orders of magnitude
in terms of accuracy (logical error rate). OSD takes a large number of cycles to complete,
which explains its the plateau-like curve. Clustering can solve some decoding problems
quicker than OSD, which is why it reaches a lower logical error rate for fewer cycles, but
the floor of the OSD algorithm is lower than that of clustering for the gross code. For the
two-gross code, clustering has a logical error rate floor that is close to that of OSD.

Overall, we find that the message-passing-based decoder Relay perform significantly
better than OSD and clustering. The primary reason why clustering does not perform as
well as OSD for large cycle budgets is that when clustering finds the solution of a valid
cluster (which is also the decoded result of that cluster), it has no context of the priors
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associated with the subgraph. This means that clustering often does not find the lowest
weight error pattern that resulted in the set of defects contained within the cluster, which
increases the logical error rate.

Decoder Code Flip-flops LUTs BRAMs URAMs

OSD [16] gross 25% 39% 25% 0%
Clustering gross 9% 6% 25% 0.0%
Relay [191] gross 7% 52% 1% 0%
Clustering two-gross 69% 88% 53% 83%

Table 4.1: FPGA resource utilization estimates for different decoders and code types.

We estimate (without synthesis into an explicit FPGA implementation) the utilization
of various FPGA resources, including flip-flops (FFs), two types of on-chip RAM (BRAM
and URAM), and look-up tables (LUTs). Resource usage is reported as a percentage of the
available capacity on a VU19P device (which contains 8,171,520 FFs, 2,160 BRAMs, 320
URAMs, and 4,085,760 LUTs), shown in Table 4.1.

4.5 Summary

We introduce an FPGA-tailored version of the algorithm in Ref. [61], which generalizes the
Union–Find decoder [62] to arbitrary qLDPC codes. This decoder uses a systolic solver
of linear systems of equations to test cluster solvability and extract local corrections, and
incorporates hardware-specific optimizations to maximize throughput. It uses a pre-decoder:
faults with high likelihoods are accepted immediately [38], while intermediate-likelihood
faults are treated as erasures that seed the initial clusters together with unsatisfied syndrome
nodes.

While the clustering decoder is severely outperformed by Relay, the divide-and-conquer
approach of clustering presents interesting optimization avenues for future decoders since
it significantly reduces the decoding problem size. Firstly, the growth stage of clustering
could be optimized to grow non-uniformly by prioritizing nodes that are more likely to have
experienced errors (higher values of pj). Secondly, rather than just using the linear solver
to find the decoded result of a cluster, a decoder like Relay can be used on the subgraph
enclosed by a valid cluster. The advantage of doing this is that since clusters are generally
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significantly smaller than the full decoding graph, decoders like Relay can achieve a far
better solution than the linear solver very quickly.

The decoding work presented in this chapter sits between the two levels of the classical
control stack explored in this dissertation. Below it, the low-level control and readout
hardware described in Chapter 3 generates the syndromes that feed the decoder: the quality
of those syndromes, and the rate at which they are produced, directly set the accuracy ceiling
and the latency budget within which any decoder must operate. Above it, the quantum
operating system must treat the decoder as a managed resource—deciding which decoder to
invoke, how to allocate FPGA capacity across multiple logical qubits running concurrently,
and how to synchronize logical qubits with one another when logical operations between
them are required. These scheduling and synchronization problems form the subject of the
next chapter.
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Chapter 5

Systems for Quantum Computers

5.1 Introduction

In this chapter, we move further up the control system stack. In the previous chapter, we
showed how syndromes generated by the readout system are decoded using the clustering
decoder. However, we looked at a single decoder in isolation. This framing quietly carries
an assumption—that a fault-tolerant quantum computer can be built by replicating these
optimized components and letting them run independently.

That assumption breaks at scale. A practical fault-tolerant machine will not operate a
single logical qubit but hundreds to thousands of them, each encoded in a large patch of
physical qubits, each emitting a continuous stream of syndromes, and all of them partici-
pating in logical operations—lattice surgery merges and splits, magic state consumption,
and code switching—that couple their execution together. The components we made fast
and inexpensive in isolation now have to coexist within one machine, and in doing so they
expose two problems that simply do not appear at the level of a single component: they
contend for finite classical resources, and they must agree on when operations happen.

The first problem is resource contention. A real-time decoder, even an efficient one, is
a substantial piece of classical hardware, and provisioning a dedicated decoder for every
logical qubit1 does not scale to machines with thousands of them. Decoder demand is also
uneven and bursty across a program’s execution—many patches idle as logical memory while

1For high-rate codes such as quantum LDPC codes, this would be a decoder per logical block. We treat the
two similarly but make the distinction clear here.
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a few drive an active logical operation—so a statically provisioned, one-decoder-per-qubit
design pays for peak capacity that is rarely used. The decoders therefore become a shared,
scarce resource that must be allocated across logical qubits over the course of a computation.
This is, at its core, a scheduling problem.

The second problem is coordination. A logical operation requires the syndrome-generation
cycles of the participating logical qubits to be aligned in time, yet a real system constantly
drifts out of alignment: magic state production completes at data-dependent times, fabrica-
tion defects force some patches to deviate from a uniform cycle, and heterogeneous codes
used to reduce overhead advance at different rates. Left unmanaged, the naive response
is to idle the leading qubits until the rest catch up—but idling exposes them to additional
rounds of physical error and inflates the logical error rate, eroding the very protection error
correction is meant to provide. The system must instead keep concurrent logical qubits
actively in step. This is a synchronization problem.

These problems are analogous to classical systems problems. For example, if every
logical qubit’s/block’s syndrome generation cycle is considered a thread, then the any logical
operation between two or more logical qubits will require the threads to be synchronized
– similar to how critical sections in programs require synchronization between threads.
Similarly, every thread requires access to compute for decoding – similar to how processes
must be scheduled by the OS scheduler on a CPU. These parallels with classical operating
system techniques is why we call this chapter “Systems for Quantum Computers”.

5.1.1 Contributions

The contributions of this chapter are summarized below:

• We introduce the notion of elastic decoders and study resource allocation of decoders
for a full-fledged fault-tolerant quantum computer.

• We define the synchronization problem for performing fault-tolerant logical operations
and present three primary synchronization policies.

5.1.2 Organization

This chapter is organized as follows:
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• In Section 5.2, we provide relevant background on logical operations and windowed
decoding.

• In Section 5.3, we show how decoders in a large-scale system can be provisioned and
how decoding can be scheduled among them.

• In Section 5.4, we discuss the synchronization problem for FTQCs and define three
synchronization policies.

• We summarize this chapter in Section 5.5.

5.2 Logical Operations and Windowed Decoding

In Chapter 2, we gave a high-level overview of logical operations. We expand on that
background in this section and show how it impacts decoding.

5.2.1 Logical operations

In general, when a QEC code is used for encoding logical qubits, logical operations between
those logical qubits are defined by the structure and restrictions imposed by the underlying
code. Due to this dependence on the QEC code, there is no single recipe for performing
logical operations; instead, a family of techniques has emerged, each suited to particular
codes and hardware.

The first distinction within any set of logical operations is between single- and multi-
qubit operations. Single-qubit logical operations are not interesting from a control systems
standpoint since they are isolated to a single logical qubit. Multi-qubit logical operations on
the other hand require interactions between logical qubits, which introduces interesting
constraints and problems for the classical control system.

Themost generalmethod for performingmulti-qubit logical operations is code surgery [50,
51]. However, if device and code constraints allow it, they can also some times be performed
transversally. For example, logical CNOTs can be performed transversally on neutral atom
systems for the surface code. The most popular variant of code surgery is called lattice
surgery, which has been extensively studied for performing multi-qubit logical operations
on the surface code. Due to its prevalence in QEC research, we focus on the surface code
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and lattice surgery paradigm in this chapter, but note here that the ideas presented in the
rest of this chapter will be applicable for other general code surgery methods as well.

Merge

Split

Q0 Q1 Q0Q1

Figure 5.1: The fundamental split and merge operations of lattice surgery used for logical
computation.

5.2.1.1 Lattice surgery

Lattice surgery [116] is the most common flavor of general code surgery and is restricted to
2D codes like the surface and color codes. Figure 5.1 shows the two primitives of lattice
surgery –merge and split. A merge operation merges two or more logical qubits into a single
logical qubit. A split operations splits a large logical qubit into two or more logical qubits.
By performing a sequence of merge and split operations, a variety of logical operations can
be performed to implement various gates and logical measurements.

The key insight underlying the lattice surgery paradigm is that a merge operation is
equivalent, at the logical level, to a Pauli product measurement (PPM): merging two surface
code patches along their X-boundary implements a joint measurement of the two-qubit
logical operator X(1)

L X
(2)
L , while merging along the Z-boundary measures Z(1)

L Z
(2)
L . The

merge takes d syndrome rounds to complete (where d is the code distance), after which
the joint measurement outcome is available as a classical bit. A subsequent split then
disentangles the merged patch, returning each logical qubit to an independent code block
in a definite eigenstate of its local Pauli operator. Because any logical Clifford circuit can be
decomposed into a sequence of single- and two-qubit PPMs [152], lattice surgery provides
a universal basis for fault-tolerant logical computation on the surface code. The classical
outcomes of these measurements are tracked in the Pauli frame and used to determine any
Clifford corrections that must be applied to subsequent operations.
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5.2.1.2 Logical measurements

A logical measurement extracts a classical bit from one or more logical qubits by measuring
a Pauli observable on their code blocks. Single-qubit logical measurements are the simplest
case: measuring all physical data qubits of a patch in the Z basis yields the logical ZL
outcome, and measuring in the X basis yields XL. These measurements are destructive—
the logical qubit is consumed in the process. Non-destructive logical measurements and
measurements of joint multi-qubit Pauli operators are performed via lattice surgery: a merge
couples the target logical qubit(s) to a fresh ancilla patch and extracts the PPM outcome,
after which a split discards the ancilla.

The most important application of PPMs in the context of this dissertation is the im-
plementation of the logical TL gate, which requires consuming a magic state. As described
in Section 2.8.6, the TL gate cannot be implemented transversally on the surface code and
instead requires a pre-distilled ancilla |AL⟩ = TL|+L⟩. The injection protocol is shown in
Figure 5.2: a joint PPM of ZL⊗XL is performed between the data logical qubit and the magic
state ancilla. In the surface code, this joint measurement is realized by a lattice surgery
merge of the data patch with the magic state patch along the appropriate boundary. The
measurement outcomem is a classical bit: ifm= 1, a logical Clifford correction SL must
be applied to the data qubit before the next operation. Since SL is a Clifford gate it can be
tracked in the Pauli frame rather than physically applied, but its effect must be resolved
before the next TL gate in the circuit is injected—this is the hard decoder latency requirement
discussed in Section 4.2.

|ψL⟩
M(ZL⊗XL)

SmL TL|ψL⟩

|AL⟩
m

Figure 5.2: Logical TL gate via Pauli product measurement. A joint measurement of ZL⊗XL
is performed on the data logical qubit and the magic state ancilla |AL⟩ = TL|+L⟩. In the
surface code, this PPM is implemented by a lattice surgery merge of the two patches. The
classical outcomem determines whether a Clifford correction SmL must be applied to the
data qubit.
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5.2.1.3 Logical CNOTs

A logical CNOT is a two-qubit logical gate and the canonical example of an operation
that requires physical interaction between two separate code blocks. In the lattice surgery
paradigm, a logical CNOT between a control logical qubit A and a target logical qubit
B is decomposed into three sequential PPMs using a fresh ancilla patch C initialized in
|+L⟩ [152]:

1. Measure X(A)
L ⊗X

(C)
L (merge A and C along X-boundary)

2. Measure Z(C)
L ⊗Z

(B)
L (merge C and B along Z-boundary)

3. Measure Z(C)
L (split and discard ancilla)

Based on the three classical outcomesm1,m2,m3, Pauli frame corrections Xm1
L on B and

Zm2
L on A are applied, implementing the logical CNOT deterministically.
Because the logical CNOT couples the syndrome generation cycles of two independent

code blocks, both patches must be at a compatible point in their respective QEC cycles before
the merge can begin. If one patch is ahead of the other, the leading qubit must idle—running
additional rounds of syndrome measurement without advancing the computation—until the
lagging patch catches up. Idling is not free: each additional QEC round exposes the idling
qubit to further physical errors, increasing the logical error rate. Managing this alignment
between interacting logical qubits is the synchronization problem, which we discuss in depth
in Section 5.4.

5.2.2 Windowed decoding

Logical qubits continuously generate syndromes that must be decoded. Since the syndrome
stream is unbounded in time, it is not possible to collect all syndromes before decoding
begins; instead, decoding is performed on windows of syndromes. Each window of size
nW syndrome rounds forms a three-dimensional decoding volume—two spatial dimensions
covering the physical qubit layout of the patch, and one temporal dimension spanning the
nW rounds—visualized as a block in Figure 5.3(a). A block is divided into a commit region
and surrounding buffer regions. Buffer regions are necessary because errors occurring near
a window boundary can create syndrome defects that span two adjacent windows; the
buffer provides enough context on each side for the decoder to correctly identify such errors.
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Figure 5.3: (a) Streams of syndromes are processed in windows represented by blocks
which are fixed decoding volumes: each block consists of a region in which corrections
are committed, while buffer regions are used for merging corrections with overlapping
windows; (b) Sliding windowed decoding (SWD) is inherently sequential: windowWi+1
can only be processed afterWi has been processed; Parallel windowed decoding (PWD) can
be (c) temporal and/or (d) spatial: in either case,Wi,Wi+2 are treated as independent tasks
and processed independently in parallel at time step tj.Wi+1, which includes overlaps with
Wi,Wi+2, is processed in the next time step.
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Corrections fully contained within the commit region are finalized and applied to the Pauli
frame, while corrections in the buffer are deferred until the overlapping window is decoded.
The size of the buffer is typically chosen to be at least d/2 rounds, so that any error chain of
weight less than d is fully contained within at most one commit region. With this structure,
the continuous syndrome stream can be decoded using one of the following paradigms.

5.2.2.1 Sliding windowed decoding (SWD)

SWD is inherently sequential, as shown in Figure 5.3(b). At time step tj, the decoder
processes windowWi. Once complete, the next window is processed at the following step.
The overlap betweenWi andWi+1 corresponds to their buffer regions.

5.2.2.2 Parallel windowed decoding (PWD)

PWD [233] extends SWD by exploiting temporal (Figure 5.3(c)) and spatial (Figure 5.3(d))
parallelism. In temporal PWD (Figure 5.3(c)), non-adjacent windows such asWi andWi+2

share no buffer region and are therefore fully independent decoding tasks; they can be
dispatched to two separate decoders simultaneously. WindowWi+1, which overlaps with
both, is processed in the subsequent time step after its neighbors’ buffer corrections are
committed. Spatial PWD (Figure 5.3(d)) applies the same idea across the spatial extent of a
large patch—for example, one formed by a lattice surgery merge—decomposing its decoding
graph into independent sub-volumes that can be decoded in parallel [89].

PWD increases throughput at the cost of additional decoder hardware. For k simulta-
neously active windows, k decoders are required. In general, decoder requirements grow
linearly with the number of independent decoding tasks in both the temporal and spatial
dimensions. A key observation is that decoder demand is not uniform across the lifetime of
a computation: patches participating in an active lattice surgery operation require more
parallel decoding capacity than patches idling as logical memory. This non-uniformity is
precisely what creates the opportunity for decoder sharing—the subject of Section 5.3—where
a pool of decoders is dynamically allocated across logical qubits based on their instantaneous
demand.
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5.3 Decoder Provisioning and Scheduling

The first key question we want to answer in this section is: "Given an FTQC system and a
workload to run on it, how many decoders will be needed?". Since fast technologies like
superconducting qubits require fast, accelerated decoders built on FPGAs/ASICs, this is a
real, hardware resource provisioning problem2. Related to, but orthogonal to this question is
the second key question we want to answer in this work: "Given a fixed number of available
decoders in an FTQC system, how will decoding be scheduled across decoders and the
logical qubits requiring them such that there are no program slowdowns?".
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Figure 5.4: (a) A full system using hardware (FPGA/GPU/ASIC) decoders: qubits are
measured using the readout system, which produces syndromes that are buffered until a
window has been collected. Then, the decoder uses these collected syndromes to determine a
correction, which is communicated to software; (b) Effect of the normalized decoder latency
tD on the slowdown in processing 5d rounds of syndromes using SWD. The buffer region
size is the normalized size of the buffer regions required (nW = 3d,ncom = d would yield
an overlap of 0.66).

2This work [174] was done in collaboration with Abtin Molavi, Aws Albarghouthi, and Swamit Tannu.
Abtin Molavi helped set up the lattice surgery compiler to get the layout-dependent patch sizes and the impact
of routing conflicts.
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The requirement for syndromes to be processed faster than they are generated has
motivated research to build fast and accurate hardware decoders for the surface code [8, 13,
213, 237, 265, 273, 284], especially for systems using superconducting qubit architectures
due to their fast gate times. GPU-accelerated decoding has also been demonstrated for
neutral atom systems [199]. Figure 5.4(a) shows the general structure of a real-time decoding
system that uses accelerated hardware decoders. Syndromes are generated after readout,
and these syndromes are buffered until a decoder can operate on them. Such hardware
systems are necessary for ensuring that the backlog problem is avoided [254]. Figure 5.4(a)
also shows that Tdecode is dependent on not just the actual decoder latency but also the
communication/memory access latencies required for storing and providing the syndromes
to the decoder.

5.3.1 Decoder allocation is non-trivial

5.3.1.1 SWD is not scalable

Decoding in the SWD paradigm is inherently sequential. This makes SWD too slow and
fundamentally unscalable for large systems. Figure 5.4(b) illustrates this issue for 5d rounds
of pending syndromes from a single logical qubit. The figure shows slowdown as a function of
buffer region size and normalized decoder latency tD = Tdecode/Tcycle. Slowdown accounts
for both the initial 5d rounds of pending syndromes and the additional syndromes generated
during their processing; we measure the time required for the decoder to catch up to the
live syndrome stream. Buffer regions are expressed in multiples of code distance d, so a
buffer of size d corresponds to d rounds of overlap between adjacent windows.

Larger buffer regions improve accuracy in windowed decoding [89, 233], but also increase
slowdown. The results are clear: SWD avoids the backlog problem only for unrealistically
small buffer sizes and very optimistic tD. For instance, tD = 0.2 in a superconducting
system with Tcycle ≃ 1µs requires an average decoder latency of 200 ns — far below what
any proposed hardware decoder has achieved. When tD > 0.8, the slowdown diverges,
meaning the decoder can never catch up with the incoming syndrome stream.
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Figure 5.5: (a) Using simulations, effect of the normalized decoder latency tD on the
slowdown in processing 5d rounds of syndromes using Temporally parallel windowed
decoding (PWD); (b) Logical qubits arranged in the EDPC layout with ancilla bridges of
varying sizes to facilitate LS operations; (c) PWD is applicable in both space and time –
this leads to an a variable and sudden increase in the number of decoders required for
implementing PWD (assuming tW = 3d).

5.3.1.2 PWD introduces non-determinism

Figure 5.5(a) shows the same initial problem used for the SWD paradigm in Figure 5.4(b):
even for values of tD close to one, the slowdown is still finite. This example clearly highlights
the utility and scalability of the PWD paradigm – Figure 5.5(a) would be the same for any
initial size of pending syndromes.

This instance of PWD exploits temporal parallelism: windows in time are executed in
parallel to increase decoder throughput. However, PWD can also have a spatial interpretation.
We now discuss how the spatial interpretation of PWD is non-deterministic and its interplay
with the temporally PWD.

The impact of gate routing. Logical operations in the surface code are performed via
lattice surgery, where qubits are merged through ancilla regions that form routing paths. The
size of these ancilla bridges varies, leading to unpredictable decoding volumes. Figure 5.5(b)
illustrates this in the EDPC layout [21], where blue squares are logical qubits and white
squares are ancillas. Ancilla 1 connects nearby qubits with a short bridge of length 3.
Ancilla 2 connects similarly adjacent qubits but requires a longer path of length 7 to avoid
Ancilla 1. Ancilla 3, unaffected by others, also has length 7 since it spans distant qubits.
Such routing conflicts and varying patch sizes create non-deterministic decoder demands,
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Figure 5.6: (a) Distribution of the number of patches merged to perform lattice surgery-
based logical measurements for different workloads – most workloads require short-range
interactions on average, but some large outliers are possible due to routing constraints;
(b) Distribution of the decoder demand over time for different benchmarks – these error
bars capture the fluctuations in active logical patches that require decoding during the
computation.

as the number of required decoders scales linearly with patch size.

Interplay of temporal and spatial requirements. Consider the logical program shown
in Figure 5.2. This lattice surgery operation could be between qubits that have either a
large temporal decoding task (pending syndromes), a large spatial decoding task (due to the
physical distance and the subsequent routing between them), or both. We attempt to capture
this interplay between the spatial and temporal decoder requirements in Figure 5.5(c). In
the simplest case, both qubits do not have any pending syndromes, and they are next to
each other on the device, which means that they need at most a decoder each to decode all
generated syndromes. However, if there is a spatial and/or temporal element to the decoding
task, the number of decoders required can explode to up to 50×, just for two logical qubits!
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5.3.1.3 Need for decoder scheduling

In the sections above, we showed that the number of decoders required under the PWD
paradigm can be highly variable and, in some cases, untenable when both spatial and
temporal decoding demands grow. Figure 5.6(a) highlights this variability in the spatial
dimension: different benchmarks exhibit a wide range in the number of merged patches,
with significant outliers. This directly affects the number of logical qubits active at any
given time, as illustrated in Figure 5.6(b), which shows the distribution of active qubits
across benchmarks. Since every logical qubit continuously produces syndromes that must
be decoded, the key challenge becomes:

How do we allocate decoders for benchmarks with such diverse and dynamic de-
mands?

The simplest allocation strategies are to provision (a) for the worst-case demand (i.e., the
maximum number of active qubits from Figure 5.6(b)), or (b) for the average-case demand.
Option (a) is prohibitively resource-intensive, since each decoder may require nearly all
the resources of a single FPGA [273, 284]. Option (b) risks substantial slowdowns: spatial
decoding tasks of large size would be delayed, reducing throughput and degrading program
performance.

Thus, static allocation is insufficient. The problem of decoder allocation is better viewed
as a scheduling problem, where a finite pool of decoders must be dynamically assigned to
decoding tasks over time. Like CPU scheduling in classical computers, decoder scheduling
must balance throughput, latency, and fairness, while avoiding bottlenecks from workload
spikes.

5.3.2 Coarse-grained scheduling

We define decoder scheduling at two levels—coarse-grained and fine-grained—as illustrated
in Figure 5.7. Coarse-grained scheduling prioritizes critical decodes and resolves conflicts
between spatial and temporal tasks on the same qubits. For example, in Figure 5.7, the
spatial decode on qubits Q0,Q1 from a lattice surgery operation takes precedence over
the temporal decode. After coarse-grained allocation, remaining decoders are assigned to
other qubits. In the figure, Q2 and QN receive decoders while Q3 does not, demonstrating
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fine-grained scheduling, which selects among tasks from individual qubits. Because critical
and spatial decodes impose rigid constraints, we adopt a single coarse-grained policy to
maximize utilization, while fine-grained policies that operate in tandem.

Spatial task
Priority: 1

Temporal task
Priority: 2

Temporal 
tasks

Coarse-grained scheduling Fine-grained scheduling

Figure 5.7: Distinction between coarse- and fine-grained scheduling. (Left) Coarse-grained
decoder scheduling handles the prioritization between spatial and temporal decoding tasks.
This includes handling critical decodes, which will always have some spatial component to
them due to lattice surgery. (Right) Any decoders left over after handling critical decoding
tasks are assigned to the temporal decoding tasks associated with logical qubits not involved
in any operation in that time step. Scheduling decoders among this subset of qubits is what
we refer to as fine-grained scheduling.

5.3.2.1 Decoding space-time volumes

Figures 5.8(a), 5.8(b), and 5.8(c), show space-time decoding volumes for three distinct scenar-
ios under the PWD paradigm. Decoding volumes could be simple in both space and time, or
require multiple decoders for a large volume in time, or have a large volume in both space
and time. Each case shows how the decoding volume can be different in the same program,
which requires decoders to be elastic such that an increase or decrease in the demand can
be dealt with without any detrimental effects on the performance of a program.

5.3.2.2 Prioritizing between spatial and temporal parallelism

As shown in Figure 5.8(c), lattice surgery can require decoders for both spatial and temporal
parallelism, raising a key scheduling question: Which type of parallelism should take

priority when both are needed simultaneously?

Consider first the effect of decoder scarcity on spatial PWD. Suppose a large patch
requires three decoders: the first layer uses all three for non-overlapping windows, while
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Figure 5.8: (a) Decoding volume of a single logical patch idling for a few rounds—only one
decoder is needed; (b) Idling for multiple rounds creates a linear growth in windows, requir-
ing temporally parallel windowed decoding (PWD); (c) A lattice surgery merge between
distant patches temporarily increases decoder demand due to spatial parallelism, which may
coincide with temporal parallelism (overlapping windows omitted for clarity); (d) Spatial
PWD is not robust to decoder shortages—if two of three required decoders are unavailable,
one must either decode the merged patch monolithically or serialize the protocol, both slow
and undesirable. Deferring the task is also problematic, as the next slice may contain a
critical decode that must wait for the deferred task, further slowing execution.

the second layer reuses two to handle overlaps and boundary errors [27, 89]. If only one
decoder is available, the protocol cannot proceed as designed, forcing one of three fallbacks:
(i) switch to a monolithic decoder, (ii) serialize window decoding, or (iii) defer decoding to
the next slice. Option (iii) risks slowdown if followed by a critical non-Clifford operation.
As Figure 5.9 shows, spatial PWD and monolithic decoding yield similar logical error



116

3 5 7 9 11
Code distance (d)

10−6

10−5

10−4

10−3

LE
R

1 3d 7d 11d 15d 19d
Distance between patches being merged

0.10

0.20

0.30

0.40

0.50

0.60

Py
m

at
ch

in
g 

la
te

nc
y 

(m
s)

Monolithic decoder Spatially PWD

(a)

Not enough
decoders

Schedule decoding for
a minimal window
(fall back to SWD)

Schedule once
decoders available

Backlog

Processed

(b)

Figure 5.9: (a) (Left) Logical error rates (LER) for various lattice surgery configurations
with and without spatially parallel window decoding (PWD) at circuit-level noise p= 0.1%.
(Right) Spatial parallelism does not affect LER but reduces decoder latency when merged
patches are separated by ⩾ 3d data qubits, assuming sufficient decoders for all distances
(for d= 11, window size = 3d). (b) Temporal PWD remains robust under decoder resource
constraints: with only one of three decoders available, the decoding task can be processed
incrementally by the single decoder. This creates a qubit backlog, which can be rapidly
cleared once additional decoders become available via temporal parallelism.

rates (LERs), but monolithic decoding incurs far higher latency for large patches3. While
demonstrated using PyMatching [114], the same trends hold for hardware decoders. Thus,
fallback options (i) and (ii) degrade performance, and spatial PWD loses its latency advantage
without concurrent decoder availability.

In contrast, temporally PWD is more resilient to decoder constraints. As a parallelized
form of sliding windowed decoding (SWD), it can always fall back to SWDwhen decoders are

3Spatial PWD is only beneficial beyond 3d data qubits (or ∼ 3 patches); smaller patches are treated as
monolithic in our evaluations.
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scarce. Available decoders are simply assigned to the oldest undecoded windows, ensuring
correctness. Once more decoders free up, temporally PWD clears accumulated backlogs
in constant time, provided sufficient parallelism is available. This adaptability is its main
strength: as long as delays do not exceed the system’s recovery capacity, efficient

scheduling remains feasible despite temporary decoder shortages.

5.3.2.3 Distinguishing between spatial decoding tasks

Lattice surgery operations that require spatially PWD can either be due to critical decodes
arising due to non-Clifford gates, or due to other operations between Y-states [267]. Critical
decodes must be serviced, which is why those spatial decoding tasks are given the highest
priority, followed by any temporal decoding tasks needed for the critical decode. If there are
non-critical spatial decoding tasks required at the same time step, they are given a priority
lower than critical decodes but higher than that of decodes needed by logical qubits not
involved in any operation in that time step. This allows spatial decoding tasks, critical or
not, to be prioritized over all other temporal decoding tasks.

5.3.3 Fine-grained scheduling

In this section, we define fine-grained decoder scheduling policies. These policies act on
decoders that are available after all other higher priority spatial decoding tasks have been
allocated decoders. These fine-grained policies are similar to process scheduling policies
used by modern operating systems where decoding tasks of individual qubits are analogous
to processes and decoders are analogous to CPU cores.

5.3.3.1 Connection with real-time scheduling systems research

Decoder scheduling maps naturally to amixed-criticality, soft real-time model [15, 263]:
decoding windows are sporadic tasks with bursty arrivals; critical decodes (from non-
Clifford gates) impose firm deadlines on dependent computation; non-critical decodes
tolerate bounded delay; and the decoder pool represents a set of identical parallel processors.
Our two-level scheduler mirrors hierarchical scheduling architectures [58]: coarse-grained
scheduling handles criticality levels (critical > spatial > temporal), analogous to priority-
based admission control; fine-grained policies allocate residual capacity among admitted
tasks for backlog control.
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While conventional real-time systems research often provides hard schedulability guar-
antees (e.g., rate-monotonic analysis [157]), this approach is unattainable for QEC decoders
due to fundamental differences:

1. Non-stationary arrivals: Task generation depends on dynamic program struc-
ture—lattice surgery operations, gate scheduling, and routing decisions—rather than
fixed periodic or sporadic arrival models with known minimum inter-arrival times.

2. Data-dependent execution: Decoding latency varies with syndrome patterns and
error distributions, making tight worst-case execution time (WCET) bounds impracti-
cal. Even for fixed code distance, execution time can vary 2-3× based on error chain
complexity.

3. Elastic resource requirements: Spatial decoding tasks require anywhere from 1
to 50+ decoders depending on patch size and routing distance—a form of moldable
parallelism [171] uncommon in traditional real-time systems.

4. Temporal dependencies: Overlapping decoding windows create precedence con-
straints between consecutive tasks on the same logical qubit, violating the task inde-
pendence assumption central to most schedulability analyses.

Despite these constraints, certain scheduling principles from queuing theory and soft real-
time systems remain applicable. Work-conserving policies that account for task backlog and
waiting time can prevent starvation and control queue growth under bursty, non-stationary
arrivals [252]. Similarly, policies that prioritize tasks based on accumulated service deficits
can provide fairness guarantees without requiring detailed arrival models [228]. These
insights inform our fine-grained policy design, which we describe next.

5.3.3.2 Scheduling for individual qubits

Fine-grained scheduling determines when each logical qubit’s syndromes (current and
pending) are provided access to a decoder. If a policy starves qubits of decoding, its measured
syndromes will accumulate, leading to longer decoding latencies (since the total size of the
decoding problem increases with time). This thus necessitates fine-grained policies to ensure
fair access to decoders for all qubits that are not involved in lattice surgery operations.
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Figure 5.10: (a) Illustration of the longest undecoded sequence – Q1 has the longest
undecoded sequence before the last decode (each square is a decoding block/window); (b)
MFD policy – undecoded qubits are sorted according to the number of critical decodes they
are involved in after time slice t andM−C qubits are selected from this sorted list; (c) RR
policy – theM−C qubits decoded in time slice t are not decoded in time slice t+ 1; (d)
MLS policy – undecoded qubits are sorted according to their undecoded sequence lengths
andM−C qubits are selected from this sorted list.

Longest undecoded sequence. To quantify the fairness of a fine-grained scheduling
policy, we use a metric ‘Longest Undecoded Sequence’, which measures how well the decoders
are servicing all logical qubits. A large undecoded sequence length implies that a qubit
has been left undecoded for a long time. A qubit left undecoded for a long time will also
require more processing from the decoder for it to be up to date with the latest syndrome.
Figure 5.10(a) shows an example of determining the longest undecoded sequence length.

Consider an arbitrary time slice t in the execution of a quantum program. There are N
logical qubits andM hardware decoders (N>M). All decoding scheduling policies will
have two components: The first will assign the decoders necessary for all critical decodes
C in the time slice t. The second will assign all the remainingM−C hardware decoders
to the N−C qubits based on the scheduling policy used. We now discuss three decoder
scheduling policies (all policies are illustrated in Figure 5.10(b) – Figure 5.10(d)):

Most frequently critically decoded (MFD). A logical qubit that consumes a significant
number of T -states during the execution of a program would have a frequent requirement
of critical decodes – leaving such a logical qubit undecoded for more than a few slices
would make subsequent critical decodes take longer, thus slowing down computation. This
motivates the MFD scheduling policy that prioritizes decoding of logical qubits that have
numerous critical decodes in the future at any given time (Figure 5.10(b)). The MFD policy
will ensure that future critical decodes have a minimized number of undecoded syndromes
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for qubits with frequent critical decodes. The MFD policy is predicated on quantum programs
being static in nature. While logical operations to perform S corrections during magic state
consumption represent ‘dynamic’ instructions, they do not add any additional non-Clifford
gates to the program, thus ensuring that any statically compiled program using the MFD
policy will always work.

Round-robin (RR). Derived from CPU scheduling policies used in operating systems, the
RR policy does not prioritize any specific logical qubits – rather, it choosesM−C qubits in
a round-robin manner (Figure 5.10(c)) in every time slice to ensure fairness for all qubits in
the system. This policy was also alluded to in prior works [36, 55] for scheduling decoders
for different logical qubits.

Minimize longest undecoded sequence (MLS). The longest undecoded sequence length
at any time slice is an indicator of how well the fine-grained scheduling policy is servicing
all qubits in the system. We use this as the base for the MLS policy, which greedily minimizes
the longest undecoded sequence at every time slice (Figure 5.10(d)). The MLS policy works as
follows: at any time slice t, qubits are sorted on the basis of their current undecoded sequence
lengths. Then,M−C qubits with the largest undecoded sequence lengths are assigned
hardware decoders. The MLS policymimics longest-queue-first (LQF) scheduling [70], known
to prevent starvation and control backlog growth under bursty demand without strong
arrival distribution assumptions.

5.3.3.3 Magic state cultivation factories

Magic state cultivation [98] is a protocol that generates high-quality non-Clifford (magic)
states by using one or more smaller, more error-prone logical qubits. These cultivation
protocols do not require high-performance decoders during the state generation process.
Instead, they rely on post-selection, where attempts are discarded as soon as a syndrome
bit-flip is detected. Post-selection is well-suited for non-deterministic state preparation,
providing exponential error suppression at the cost of success probability [98, 153]. While
some protocols support active error correction [41], we assume fully post-selected cultivation
protocols for our evaluation, resulting in no decoder overhead during factory operation.
However, the final output magic state is stored in a high-distance logical qubit for long-term
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use, and thus requires decoding to ensure reliability after successful preparation. We include
these magic state storage patches in our analysis.

5.3.4 Evaluations

5.3.4.1 Methodology

Compiler. We use the Lattice Surgery Compiler (LSC) [267] to generate Lattice Surgery
Instructions (LLI) Intermediate Representations (IR) of workloads that can be executed on
an error-corrected quantum computer using the Surface code with Lattice Surgery. LSC can
generate IR that denote Lattice Surgery instructions from the QASM [52] representation of a
workload. The Lattice Surgery instructions generated by LSC are a combination of Clifford
operations and multi-body measurements used for implementing Pauli-Product Rotations
(PPR) [152]. LSC handles mapping and routing based on the layout provided to the compiler.
We configure LSC to use a ‘wave’ scheduling that maximizes the number of concurrent
instructions executed in every time slice. LSC uses Gridsynth [219] to synthesize arbitrary
rotations.

Layout. We perform all evaluations using the Edge-Disjoint Path Compilation layout
(EDPC) [21] with a single routing lane.

Magic states. LSC abstracts distillation factories away – it is assumed that the magic
state storage sites arranged along the borders of the EDPC layout get magic states within
a specified time period. We assume that the magic state production throughput is high
enough for generating magic states every alternate slice.

Other configurations. Y-states are produced using the twist-based initialization [95].

Simulation framework. Using the IR generated by LSC, we build a framework [221]
that can parse the IR, determine the critical decodes in every slice, generate a timeline of all
operations, and assign decoders to all logical qubits depending on the scheduling policy.

Benchmarks. We select benchmarks that are representative of large-scale programs that
will run on FTQC systems. A majority of these will be building blocks for larger algorithms.
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Figure 5.11: Total slices executed for each benchmark.

We use the following benchmarks (benchmark indices annotated in parentheses, benchmark
size in terms of number of qubits specified after the hyphen):

adder-28 (0), adder-64 (1), adder-118 (2), adder-433 (3), bwt-37 (4), bwt-97 (5),
heisenberg-100 (6), ising-34 (7), ising-42 (8), ising-66 (9), ising-98 (10),
multiplier-45 (11), multiplier-75 (12), multiplier-350 (13), qft-20 (14),
qft-40 (15), qft-60 (16), qft-80 (17), qft-100 (18), qft-120 (19), qft-160 (20),
shor-9 (21), shor-15 (22), wstate-20 (23), wstate-40 (24), wstate-60 (25),
wstate-80 (26)

↪→

↪→

↪→

↪→

↪→

Other software. Stim [97] was used for simulating stabilizer circuits to generate syn-
dromes and error rates.

5.3.4.2 Benchmark statistics and baselines

Benchmark runtimes. LSCwas configured to timeout after 10minutes to keep simulation
times tractable. Figure 5.11 shows the number of time steps for all benchmarks.

Concurrent critical decodes. Since all scheduling policies prioritize decoder allocation
for any critical decode in a slice, the concurrency of critical decodes plays an important role
in determining the number of decoders required for a benchmark. Figure 5.12 shows the
difference between the peak and average critical decode concurrency. This highlights the
importance and need for performant decoder scheduling policies – the limited concurrency
of critical decodes in quantum programs makes efficient scheduling of decoders important
for high decoder utilization.
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Figure 5.12: Peak and average concurrency for non-Clifford operations for all benchmarks
– concurrency is sporadic.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26
Benchmark index

0
200
400
600
800

1000

N
um

. d
ec

od
er

s

Baseline-1 Baseline-2

Figure 5.13: Number of decoders allocated for the baselines: Baselines-1 and 2 provision
for the worst- and average-case decoder demands respectively.

Baselines. We assume a baseline system to allocate decoders for every logical qubit. Since
the number of active logical qubits can vary through the course of a program, we consider
the following baselines:
1. Baseline-1: Provisions for the worst-case number of active logical qubits.

2. Baseline-2: Provisions for the average-case number of active logical qubits.
Baseline-1 caters for all possible qubits that could be active for a given benchmark,

and thus requires a very simple scheduling policy wherein syndromes for a logical qubit
are passed to its pre-assigned decoder. On the other hand, Baseline-2 will require some
scheduling policy for choosing which logical qubits are decoded at any given instant.
We consider the Round-Robin (RR) policy as the baseline policy since its use has been
suggested in prior works that allude to scheduling decoders to reduce resource overheads [36,
55]. Figure 5.13 shows the number of decoders configured for the two baselines for all
benchmarks. As is to be expected, Baseline-1 requires significantly more decoders than
Baseline-2.
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5.3.4.3 Scheduling for the PWD paradigm

In our simulations of the PWDparadigm, we first assume that the normalized decoder latency
is fixed at tD= 0.5. This is in line with existing high-performance hardware decoders [8, 284].
Further research will likely reduce this latency further. We assess the impact of tD on the
simulation results in subsequent sections. For all evaluations, we assume both temporal
and spatial windows have the same size of nW = 3d. We use the coarse-grained policy
presented in Section 5.3.2 in all evaluations and compare the MFD, RR, and MLS fine-grained
scheduling policies with each other.

Minimumnumber of decoders needed to prevent any slowdowns. Wefirst determine
the minimum number of decoders required for all fine-grained policies and benchmarks
to prevent any slowdowns in the computation. We determine this optimal number by
performing a binary search on the number of decoders such that the final backlog for all
logical qubits is zero.

Figure 5.14(a) shows the reduction in the number of decoders required when the optimal
number is determined for the MLS policy relative to the two baselines. Compared to Baseline-
1, the optimal decoder count is about 40% lower than the counts determined for Baseline-1
across most workloads. However, compared to Baseline-2, the optimal decoder count is
greater by up to 60% – highlighting that the optimal number of decoders must be more than
the average-case number of logical qubits active for any workload.

Baseline-2 introduces significant slowdowns. As Baseline-2 has fewer decoders al-
located than the optimal number, it is expected that Baseline-2 will incur slowdowns in
computation due to decoder scarcity, regardless of the scheduling policies used. Figure 5.14(b)
shows the slowdowns incurred by Baseline-2 across all benchmarks when the MLS and RR
policies are used. For the RR policy, the slowdown can be up to 10×, highlighting the
sub-optimality of Baseline-2 compared to the optimal number of decoders. Unsurprisingly,
the slowdowns are higher for benchmarks which have a greater difference between the
optimal number of decoders and the number allocated for Baseline-2.

Slowdowns are an important factor to consider when designing fault-tolerant quantum
computing systems. Despite the speed-up they offer, FTQC systems still require considerable
time to finish computations. For example, it is estimated that factoring a 2048-bit number
will take about a week [96]. Slowdowns must thus be avoided to further increase this
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Figure 5.14: (a) The relative reduction (higher is better) in the number of decoders required
by the MLS policy to prevent any slowdowns compared to the two baselines. Baseline-2
provisions for fewer decoders than what is required by the MLS policy; (b) Slowdown in
computation when setting the number of decoders to Baseline-2 for the MLS and RR fine-
grained policies; (c) The relative reduction in the minimum number of decoders required
(higher is better) when using the MFD and MLS policies over the baseline RR policy. The MFD
policy requires more decoders to prevent any slowdowns, while the MLS policy can reduce
the number of required decoders by up to 19%;

computing time – a 2× slowdown would increase that time to two weeks. Figure 5.14(b)
also highlights that the MLS policy is more resilient to decoder pressure/scarcity compared
to the RR policy. Also, Baseline-1 cannot incur any slowdowns since the number of decoders
allocated to it is always more than the optimal number determined across all benchmarks.
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Figure 5.15: (a) Density histogram of latencies sampled from the PyMatching [114] decoder:
the distribution can be approximated by a log-normal distribution with long tail latencies
(d= 9,p= 0.1%); (b) The density histogram used for our simulations with tD sampled from
a log-normal distribution.

Comparing the fine-grained scheduling policies. To further illustrate the differences
between the fine-grained scheduling policies, we determine the reduction in the optimal
number of decoders when the MLS and RR policies are used compared to the baseline RR
policy, as shown in Figure 5.14(c). The MLS policy achieves a relative reduction of up to

19% compared to the RR policy, while the MFD policy is either as good or worse than the RR
policy. This is likely because the MFD policy starves some qubits of decoding, thus requiring
more decoders. Combined with the results of Figure 5.14(b), these results clearly show the
benefits of the MLS policy over the other fine-grained policies.

Another important observation from Figure 5.14(c) is its correlation with Figure 5.12 –
benchmarks that exhibit higher concurrency experience greater benefits with the MLS policy
compared to benchmarks that are more serial.

5.3.4.4 Effect of decoder tail latencies

So far, we have performed all evaluations with a fixed normalized decoder latency tD = 0.5
(where tD = Tdecode

Tcycle
). However, decoders do not have a deterministic latency, and some

decoding problems take longer to decode than others. In particular, some decoding tasks
can have a long tail latency. This can result in higher decoder allocations, because slower
decoders are unavailable for a longer period, reducing the throughput at which decoding
tasks as processed. Figure 5.15(a) shows the distribution of latencies from the state-of-the-art
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Figure 5.16: Relative increase in the number of optimal decoders required by the MLS policy
to prevent slowdowns with longer non-uniform decoder latencies.

software decoder for the surface code, PyMatching [114] for a distance 9 (d= 9) surface code
logical qubit and a circuit-level physical error rate of 0.1% (p). The distribution is centered
around the mean but tail latencies are significant long. We approximate this distribution
with a log-normal probability density function [64] of the form:

PDF(x;µ,σ) = 1
xσ
√
2π

exp
(
−
(ln(x)−µ)2

2σ2

)
, x > 0

We model hardware decoder latencies with a log-normal distribution (see Figure 5.15(b)),
which produces worst-case tail latencies longer than the syndrome generation cycle (tD >
1.0). These long tails shift the optimal decoder count for all benchmarks compared with
Figure 5.14(a): most benchmarks require more decoders under the MLS policy, while qft-20
(14), qft-80 (17) require fewer because some critical decodes sampled latencies below
td = 0.5, reducing their decoder needs. Overall, despite these longer, non-uniform

latencies, we can still reduce decoder counts by 10–40% across all benchmarks.

5.4 Synchronizing Logical Qubits

For a system composed of perfect couplers and qubits with a homogeneous QEC code,
synchronization will not be necessary since all operations will occur in lockstep. However,
due to the poor coding rate of the surface code, using a heterogeneous mix of QEC codes
will yield better space-time trade-offs in future systems [242]. However, this heterogeneity,
along with other factors, will result in logical qubits being desynchronized from one another.
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5.4.1 Sources of Desynchronization

5.4.1.1 Using better codes for non-Clifford gates

Non-Clifford gates are a crucial component for universal FTQC. Distillation of non-Clifford
T states using triorthogonal codes [153] was up until recently the most promising means of
producing high-quality magic states for the surface code. However, recent work introducing
magic state cultivation [98] has been shown to be capable of producing good quality magic
states for a fraction of the space-time cost. However, these constructions, along with many
others [34, 41, 54, 125, 208], use different codes and rely on teleporting logical qubits between
a code that is better for producing magic states and the surface code. This automatically
introduces desynchronization between patches involved in magic state production and
other algorithmic logical qubits in the system, since the syndrome generation cycle time for
color/other codes is different from the surface code, as shown in Figure 5.17(a). Quantum
LDPC codes [30, 242] also rely on teleporting logical qubits to the surface code for executing
non-Clifford gates, resulting in desynchronization.

(a) (b)

Figure 5.17: (a) Teleporting logical qubits between different codes will require synchroniza-
tion since every code has a different number of CNOTs in its syndrome generation cycle
and hence has a different cycle duration; (b) Dropouts result in some qubits and/or coupler
links being unusable (top). This can be circumvented by time-multiplexing of some qubits
to construct syndrome generation circuits that have a duration that is longer than (but not
a multiple of) the original duration (bottom).

5.4.1.2 Circuit construction in the presence of dropouts

Exploiting time-dynamics to construct error correction circuits that can tolerate defect-
s/failed couplers and qubits in a lattice (called dropouts) have been proposed [59, 183].
These works are part of a broader set of works that seek to achieve fault-tolerance even
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in the presence of fabrication defects [12, 151, 230, 244]. As shown in Figure 5.17(b), these
constructions can result in patches with syndrome generation cycle times that are longer
than other patches in the system, thus introducing desynchronization.

5.4.1.3 Twist-based lattice surgery

Measurements involving Pauli Y operators benefit greatly from twist-based lattice
surgery [40, 154]. However, patches enabling twist-based Lattice Surgery on the surface code
require additional CNOTs in the syndrome generation circuit, which will desynchronize
them with regular surface code patches in the system.

5.4.1.4 Modular architectures

Industrial roadmaps [102, 122] and several works have explored chiplet-based modular
architectures [185, 186, 216, 236] and chip-to-chip couplers [80, 222] for implementing such
modular architectures. However, movement of patches or logical operations across chiplet
boundaries could result in desynchronization of those patches from the remaining system
due to higher CNOT latencies at the boundary of chiplets.

5.4.2 Synchronizing two patches

Two patches are desynchronized if they are at different points of their syndrome generation
cycle, as shown in Figure 5.18(a). Patch P is ahead in time as it is executing the final
Hadamard gate, while patch P ′ is still on its first CNOT, leading to a synchronization slack
τ. Note that since τ is the phase difference in the syndrome generation cycles of P,P ′, it
is bounded by cycle time Tcycle since τ= τ % Tcycle. This slack must be eliminated before
Lattice Surgery. We now discuss policies that can synchronize patches P, P ′.

5.4.2.1 Passive synchronization

The simplest way of synchronizing two patches would be to have the faster (leading) patch
P wait for the slower (lagging) patch P ′ before starting the Lattice Surgery operation, as
shown in Figure 5.18(b). This would essentially pause syndrome generation for patch P, thus
exposing all data qubits in P to more decoherence errors. While techniques like Dynamical
Decoupling (DD) [35, 56, 131, 132] can be used to reduce the impact of idling (decoherence)
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(a)

(b)

Figure 5.18: (a) Patches P and P ′ are desynchronized by a slack of τ. This corresponds
to both patches being in different phases of their syndrome generation cycles (of duration
Tcycle = TP,T ′P); (b) P and P ′ can be synchronized by idling P for a period equal to τ right
before Lattice Surgery (Passive), or by breaking τ into smaller segments and adding those
idle periods after every round (Active) before Lattice Surgery.

errors, they can only partially mitigate such errors, not eradicate them. Secondly, DD
sequences are physically applied on hardware and are not error-free – this reduces their
efficacy in reducing idling errors. Work by Google [5, 6] shows how idling errors constitute a
significant portion of the total error budget despite the use of DD. Finally, DD sequences are
calibrated per data qubit [5] to optimize performance, which is not scalable as we increase
the number of logical qubits.

5.4.2.2 Active synchronization

As an alternative to this Passive synchronization approach, we propose Active synchroniza-
tion that achieves synchronization by gradually slowing down the leading logical qubit.
Since logical operations are generally performed at the cadence of d rounds [84, 86, 152],
the leading logical qubit can be slowed down by inserting idle periods before the start of
(or after the end of) every round. Doing so breaks the total synchronization slack into
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(a)

(b)

(c)

Figure 5.19: Circuits used to emulate the (a) Passive and (b) Active policies. The delay ta
is repeated N times to yield a net delay of tp, resulting in both circuits having the same
total runtime. Both circuits were run on 20 qubits on IBM Brisbane [120] for 20,000 shots.
(c) Experimental mean fidelity across all 20 qubits for N= 20,200 with different values of
tp(ta = tp/N).

smaller fragments and results in fewer errors occurring due to qubit idling, as shown in
Figure 5.18(b).

Active synchronization attempts to decrease the impact of idling errors on the logical
error rate by inserting the synchronization slack between multiple code cycles.

Insights from experiments on IBMQ. Active synchronization aims to enhance the
mitigation provided by Dynamical Decoupling (DD) against idling errors by reducing idle
periods experienced by data qubits. To demonstrate its effectiveness, we conducted two
experiments on IBM Brisbane [120], a 127-qubit quantum computer. In the first experiment
(Figure 5.19(a)), an idle period of tp was added after N repetitions of a gate sequence,
mimicking the Passive policy. In the second experiment (Figure 5.19(b)), the same idle period
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was split equally across all N repetitions, with ta = tp/N, and added to the end of each
gate sequence, emulating the Active policy. Both circuits had the same total duration and
were applied to the first 20 qubits of the system, with X-X DD sequences inserted during all
idle periods.

The benefits of dividing idle durations are clear in Figure 5.19(c), which shows the mean
fidelity across all 20 qubits for N = 20 and N = 200. The circuit using the Active policy
consistently outperformed the Passive policy. Moreover, asN increases, the idle period ta
becomes smaller, further improving performance compared to the Passive policy. While the
improvement with the Active policy is modest for tp = 0.8µs at both N= 20 and N= 200,
the benefits are expected to be more significant in error correction circuits involving more
entangled qubits.

(a) (b)

Figure 5.20: (a) Logical error rate is influenced by the syndrome hamming weight – higher
weights result in more logical errors (d= 15,p= 0.001); (b) Syndrome hamming weights
for all rounds before and after Lattice Surgery with Passive and Active synchronization (τ=
500ns). The dashed vertical line shows the round during which Lattice Surgery is performed.
Passive synchronization results in an almost 2x higher hamming weight during Lattice
Surgery, resulting in a higher chance of logical errors compared to Active synchronization.

Why does the Active policy work? The experiments on IBM hardware highlighted the
benefits of the Active policy on physical qubits. To evaluate its impact on logical qubits,
we analyzed syndromes collected during Lattice Surgery operations under both Active
and Passive policies. As shown in Figure 5.20(a), logical error rates increase with higher
syndrome Hamming weights, as these are more likely to introduce uncorrectable errors.
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Figure 5.20(b) illustrates the syndrome Hamming weight4 over QEC rounds for d = 15.
During Lattice Surgery, there is a spike in Hamming weight, which is significantly higher
under the Passive policy. Although the Active policy results in a slightly higher average
Hamming weight before Lattice Surgery, the spike during the operation is much smaller,
leading to better logical error rates. This improvement can be seen in Table 5.1, where the
Active policy reduces undetectable errors across various code distances (p= 10−3, T1 = 25µs,
T2 = 40µs, 105 shots).

Table 5.1: Number of logical errors for different code distances d for the example shown in
Figure 5.18(b).

Case

Number of Errors (slack=500ns) Number of Errors (slack=1000ns)
d= 7 d= 9 d= 11 d= 13 d= 7 d= 9 d= 11 d= 13

Passive 278 89 22 5 403 114 31 13
Active 232 77 15 2 324 94 18 6

% Reduction 16.54 13.48 31.81 60 19.6 17.54 41.93 53.84

5.4.2.3 Active synchronization within a single round

Figure 5.21: The Active-intra policy, where the slack is distributed within the last syndrome
measurement round before Lattice Surgery.

Another variant of the Active policy is to distribute the total slack within a round rather
than between multiple rounds. We call this the Active-intra policy. This can be seen in
Figure 5.21 where the slack is distributed inside the final round before Lattice Surgery. An
advantage of this policy is that synchronization can be performed within one round rather
than multiple rounds. An obvious disadvantage is that this would add decoherence errors
due to idling on the measure qubits as well as the data qubits.

4These syndromes correspond to detectors [97].



134

5.4.2.4 Synchronizing by running additional rounds

Rather than stopping syndrome generation for the leading patch P and idling for the slack
duration, logical qubits can also be synchronized by running additional rounds. This is not
possible if both P and P ′ have the same syndrome generation cycle time (T ′P = TP).
Figure 5.22 shows how patch P ′ with a cycle time of T ′P can be run for n rounds, while
patch P with a cycle time of TP can be run form rounds to synchronize the two patches. In
general, this synchronization policy can be defined with a Diophantine equation as:

n.T ′P =m.TP+τ; (TP ̸= T ′P) (5.1)

Here τ is the synchronization slack. To synchronize the two patches, we must iteratively
find the smallest integer m such that m.TP+τ

T ′
P

is an integer. As shown in Figure 5.23, the
number of additional rounds required is highly dependent on the values of τ,T ′P,TP, and in
some cases, has no integral solution. As is evident from Figure 5.23, some combinations of
τ,T ′P,TP can require numerous rounds per synchronization, which will cause significant
slowdown and reduce the per round error budget for other logical operations.

Figure 5.22: Extra Rounds: for patch P ′ with a cycle time of T ′P and P with a cycle time
of TP, synchronization before Lattice Surgery can be achieved by running P(P ′) form(n)
extra rounds; Hybrid policy: a small idling period is added after every round and P is run
for z extra rounds.

5.4.2.5 Combining policies

It is impossible to synchronize patches P and P ′ by just running additional rounds if their
syndrome generation cycle times are equal (TP = T ′P). Thus, for TP = T ′P, they will have to
be synchronized by using either Active or Passive synchronization. However, when TP ̸= T ′P,
there is an opportunity to further optimize the synchronization policy by running some
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Figure 5.23: Different example configurations to show how running P form extra rounds
to achieve synchronization can be advantageous in some cases and impossible in others
with the syndrome generation cycle times of P,P ′ as TP,T ′P (ns) and an initial slack τ (ns).

additional rounds of error correction and using the Active policy. This can be visualized in
Figure 5.22, where the Hybrid policy inserts significantly smaller idling periods between
the rounds while running for an additional z rounds. By combining the two policies, we
can reduce the total idle period during which syndrome generation is paused compared
to the pure Active policy implementation and also reduce the number of rounds required
compared to the pure extra round strategy. To find an optimal Hybrid policy for patches
P, and P ′, we first define a slack tolerance, ϵ, which is the maximum duration for which
syndrome generation can be paused. Using ϵ, the value of z can be computed by finding the
smallest integer z for which –⌈

z.TP+τ
T ′P

⌉
×T ′P−(z.TP+τ)< ϵ; (TP ̸= T ′P) (5.2)

Table 5.2: Comparison of the idling period, extra rounds, and LER of different synchroniza-
tion policies for the given configuration of patch cycle times and initial slack τ. The Hybrid
policy achieves a significantly better LER by reducing the idling period and the number of
extra rounds run.

TP = 1000ns,T ′
P
= 1325ns,ffi= 1000ns, ›= 400ns, 20M shots

Synchronization Policy Active Extra Rounds Hybrid
Idling period 1000 ns 0 300 ns

Num. extra rounds 0 52 4
LER (d= 7) 0.0014 0.0059 0.00095

As an example, we show how the three policies compare for a specific scenario where
tP = 1000ns, t ′P = 1325ns, τ= 800ns, ϵ= 200ns. Here, the Hybrid synchronization policy
can reduce the idling duration to 175ns from 800ns and the number of rounds from 31 to
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Figure 5.24: τ vs. TP ′ , colored by the number of extra rounds (z). TP was fixed at 1000ns.
ϵ = 400ns allows more τ,TP/TP ′ combinations to be optimized with the Hybrid policy.
White space indicates no solution was found.

3. This combination results in a logical error rate (LER) reduction of 1.71x compared to
the pure Active policy and a 3.25x reduction compared to when only additional rounds are
run. While this is a very specific case where the Hybrid policy works much better, there are
cases where the Hybrid policy cannot do better than just running extra rounds or the Active
policy.

5.4.2.6 Optimizing the Hybrid policy

A natural question that arises from Equation 5.2 is the selection of the slack tolerance (ϵ).
As with the Diophantine equation defined in Equation 5.1, Equation 5.2 can only be solved
iteratively, thus requiring some bounds to be set on z and ϵ. For this work, we set an upper
bound on the number of extra rounds and the maximum tolerated slack with the Hybrid
policy at 5 rounds and 400ns respectively. Note that this will depend on the noise profile of
the system and the cycle times TP,TP ′ of the patches being synchronized. Figure 5.24 shows
the trade-off between using a smaller value of ϵ= 100ns and a larger one ϵ= 400ns. Using
a smaller value of ϵ will thus be benefical if there is a very limited variance in the slack
(τ) and the cycle times (TP,TP ′). Using larger values of ϵ allows for more combinations of
τ,TP,TP ′ to be tackled with the Hybrid policy. Due to its more general application, we use a
larger value of ϵ= 400ns for all evaluations.
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Figure 5.25: Active synchronization of k patches – every pair can be synchronized concur-
rently.

5.4.3 Synchronizing k patches

Generalizing two patch synchronization to an arbitrary number of patches can be done
by identifying the slowest (most lagging) patch after sorting the patches based on the
time needed for them to complete their current code cycle and then performing pair-wise
synchronizations of all the patches with the slowest patch. All pair-wise synchronizations
can be performed in parallel, which makes the synchronization of k patches take constant
time.

5.4.4 Evaluations

5.4.4.1 Methodology

The simulation framework used in this work is a combination of our proposed framework
lattice-sim and Stim [97]. lattice-sim generates stabilizer circuits compatible with
Stim and can also perform Lattice Surgery between two patches, as shown in Figure 5.26
(lattice-sim can perform both X and Z basis Lattice Surgery). We will focus on the XPXP ′ ,
XP (ZPZP ′ , ZP) observables for Z (X) basis Lattice Surgery for the sake of brevity. While
the use of heterogeneous codes will most likely be the dominant source of synchronization
in FTQC systems, we restrict our evaluations to only surface code patches because decoders
are faster and more accurate for the surface code compared to other codes such as the Color
code. Building decoders that can accurately decode Lattice Surgery operations between
different codes is an active field of research [229].

lattice-sim consists of a parser that can take QASM [52] circuits as an input to
generate the corresponding stabilizer circuits (non-Clifford operations are not supported, as
Stim is a Clifford simulator). lattice-sim also has a rich error modeling interface to add
error annotations to the stabilizer circuit for realistic and device-specific simulations with
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Figure 5.26: Two surface code patches P, P ′ are initialized, with some synchronization
slack added to P. After d+1 rounds, they are synchronized and then merged, after which
the merged patch is run for another d+1 rounds. The observables XP, XP ′ , ZPZP ′ , XPXP ′ of
the merged patch can be used by Stim to compute the Logical Error Rate (LER). Note that for
the Z basis Lattice Surgery, the XPXP ′ observable corresponds to the logical measurement
between P and P ′ and is computed by measuring the green X measure qubits [84].

circuit-level noise of p = 10−3. lattice-sim also annotates idling errors based on the
idle periods experienced by the qubits after every operation. The idling error model is based
on the Pauli twirl approximation [93, 257]. Idling errors were inserted as single Pauli error
channels [81], with px, py, and pz defined as: px = py = 1−e−τ/T1

4 ;pz = 1−e−τ/T2
2 −px.

Note that the idling error model is conservative and does not model crosstalk, spectator
effects, and leakage, which are typically observed on real hardware.

Stim Configuration. pymatching2 [112] was used for decoding error syndromes. All
circuits were sampled for 100M shots. The patches were initialized and run for d+1 rounds,
after which they were merged using Lattice Surgery and run for another d+1 rounds.

Hardware Configurations. Table 5.3 shows the hardware configurations used during
simulations for evaluating different synchronization policies. The cycle time is the total
time taken (gates + measurement + reset) for generating one round of syndromes.

Table 5.3: System parameters used in evaluations.

Technology T1,T2 1Q gates 2Q gates Readout Cycle time Tcycle
IBM [120, 121] 200µs,150µs 50ns 70ns 1500ns ∼1900ns
Google [6] 25µs,40µs 35ns 42ns 660ns ∼1100ns
QuEra [24, 193] 4s,1.5s 5µs 200µs 1ms ∼2ms



139

(a) (b)

(c) (d)

Figure 5.27: Reduction in the logical error rate for one synchronizationwhen usingActive
synchronization instead of Passive for different code distances with a system configuration
similar to (a)-(b) IBM systems, and (c)-(d) Google systems for both X and Z basis Lattice
Surgery with p= 10−3. The synchronization slack (τ) was set at 500ns and 1000ns.

Other software. Benchmarks were generated and derived from MQTBench [212]. Re-
source estimation was done using the Azure Quantum Resource Estimation tool [22].

5.4.4.2 Active vs. Passive synchronization

If the syndrome generation cycle times for patches P and P ′ are equal (TP = T ′P), the Active
and Passive policies are the only viable strategies to synchronize the two patches. Figure 5.27
shows the reduction5 in the logical error rate when Active synchronization is used in place of
Passive before merging patches P and P ′ for IBM ((a) – (b)) and Google-like((c) – (d)) systems.
Since the worst-case slack (τ) is bounded by the cycle time τ⩽ Tcycle, we bounded
τ⩽ 1000ns to emulate superconducting systems since their cycle time Tcycle is greater than
1000ns (Table 5.3). Figure 5.27 shows that the Active policy achieves a reduction of up

to 2.4x in the logical error rate.

5Reduction = LogicalErrorRatePassive
LogicalErrorRateActive

.
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Figure 5.28: Logical error rate of theXPXP ′ andXP observables withZ basis Lattice Surgery
after 2d+2 rounds for an ideal system that does not require any synchronizations and a
system either using Active or Passive synchronization. The worst-case synchronization slack
of τ= 1000ns was chosen for this experiment with an IBM configuration (p= 10−3).

5.4.4.3 Cost of synchronization

Compared to an ideal system in which all patches are always perfectly synchronized, what
is the cost of synchronization in a more realistic system? Figure 5.28 shows the logical error
rate for three systems: an ideal system that requires no synchronizations, and systems using
the Passive and Active policies. For a worst-case synchronization slack of 1000ns, Active
synchronization can achieve a logical error rate that is much closer to the ideal system
as compared to the Passive policy, thus highlighting its effectiveness as a synchronization
policy.

5.4.4.4 Will running additional rounds help the Active policy?

Active synchronization works by dividing the slack into smaller idle periods and slowing the
leading logical patch gradually. If the number of rounds over which the slack is distributed
is increased, the idle periods before every round become even smaller. To evaluate the
effect of additional rounds on the efficacy of Active synchronization, we added R additional
rounds before Lattice Surgery was performed, thus allowing the slack to be distributed over
d+ 1+R rounds for the Active policy. The Passive policy was also used after d+ 1+R
rounds. This setup corresponds to starting the synchronization process earlier in time,
since more rounds are being used to distribute the slack for the Active policy. Figure 5.29(a)
shows how the benefit of Active synchronization diminishes as additional rounds are run,
especially for τ = 1000ns (averaged over both XPXP ′ ,ZPZP ′ observables, with the IBM
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(a) (b)

Figure 5.29: (a) Reduction in the LER compared to the Passive policy when the Active policy
distributes its slack over d+ 1+R rounds rather than d+ 1 rounds; (b) Influence of the
number of rounds run on the LER (without any slack/idling).

configuration). From Figure 5.29, we can establish that increasing the number of rounds
over which the Active policy operates has diminishing returns. This can be understood from
Figure 5.29(b), where the LER increases with the number of additional rounds run, even
without the presence of any synchronization slack and idling. This is because decoders are
imperfect, and these imperfections lead to error accumulating after every round.

5.4.5 The Extra Rounds and Hybrid policies

So far, we have shown how the Active policy is superior to the Passive policy, especially
for large τ. If the syndrome generation cycle times TP,T ′P of the two patches are different,
additional policies are possible. Figure 5.30 shows the reduction in the LER for different
policies. We varied the slack tolerance for the Hybrid policy from 100 – 400ns and used
all combinations of the cycle times – TP = 1000ns,T ′P = 1050/1100/1150ns. These cycle
times are representative of cycle times consisting of 1/2/3 additional CNOTs compared to
the surface code, as would be the case for color/qLDPC codes. The results were obtained
as an average over all combinations of cycle times and the XPXP ′ ,ZPZP ′ observables (IBM
configuration). Figure 5.30 shows that for larger values of τ, the Hybrid policy works much
better, since it allows the slack to be reduced significantly. Furthermore, higher values of ϵ
allow more leeway in selecting the number of extra rounds to be run, allowing significantly
better LERs. Conversely, for smaller values of τ, Figure 5.30 suggests that the Active/Passive
policies would be more advantageous. Table 5.4 shows that the reduction is even higher at
3.4× for d= 15.
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Figure 5.30: Reduction in the LER compared to the Passive policy for different initial slacks
τ and tolerances ϵ (in ns). The Hybrid policy works more effectively for larger τ.

Table 5.4: Average reduction in the LER for all policies compared to the Passive policy for
d= 11,13,15.

LER Reduction

(τ= 1000ns)

d Active Extra Rounds Hybrid (ϵ= 400ns)
d= 15 2.14 1.63 3.4
d= 13 1.87 1.29 2.72
d= 11 1.65 1.07 2.34

Table 5.5: Additional rounds needed for synchronization with the Hybrid policy – these
result in an increase in the LER.

Initial Slack τ (ms) τ= 0.2 τ= 0.6 τ= 1.0 τ= 1.6 τ= 2.0
Hybrid (ϵ= 0.1ms) 9 3 6 8 12
Hybrid (ϵ= 0.4ms) 5 3 5 8 10

5.4.6 Synchronization in neutral atom platforms

So far, we have discussed results on superconducting systems. Neutral atom systems
have considerably higher T1,T2 times (Table 5.3) which reduces the impact of idling errors.
Figure 5.31 shows the reduction in the LER of all policies for different initial synchronization
slacks compared to the Passive policy6. Active synchronization achieves a marginal ∼ 2%
reduction in the LER over the Passive policy, but the Hybrid policy leads to an increase
in the LER due to more rounds being run, as shown in Table 5.5. These results indicate
that the Active/Passive policies are always better on neutral atom systems due to their long
coherence times.

6The results were averaged over the XPXP ′ ,ZPZP ′ observables and all combinations of TP = 2ms,
T ′
P = 2.2ms, 2.4ms, 2.6ms.
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Figure 5.31: Reduction in the LER compared to the Passive policy with the use of the Active
and Hybrid policies on a neutral atom system. Running additional rounds, even with the
Hybrid policy, is detrimental to the LER.

5.5 Summary

In this chapter, we identified and addressed two classical control problems that emerge
when scaling a fault-tolerant quantum computer beyond a single logical qubit: resource
contention among decoders and temporal misalignment between logical qubits participating
in joint operations.

Decoder provisioning and scheduling. We showed that neither SWD nor static decoder
allocation is sufficient at scale. SWD is fundamentally sequential and cannot sustain the
throughput required by superconducting hardware even at optimistic decoder latencies.
PWD resolves the throughput problem but introduces non-deterministic decoder demand:
the number of decoders required by a single logical operation can spike to 50× or more
due to spatial parallelism from routing-driven patch sizes. Static allocation strategies—
provisioning for the worst case or the average case—are either too expensive or introduce
significant program slowdowns (up to 10× for Baseline-2 under the RR policy).

We proposed a two-level scheduling framework that addresses this variability. Coarse-
grained scheduling prioritizes critical spatial decodes arising from non-Clifford operations,
ensuring that magic state consumption is never delayed. Fine-grained scheduling allocates
the remaining decoder capacity across idling logical qubits using one of three policies: MFD,
RR, and MLS. Of these, the MLS policy—which greedily minimizes the longest undecoded
sequence—achieves the best performance, reducing the minimum number of decoders
needed to prevent slowdowns by up to 19% compared to round-robin and up to 40% below
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worst-case provisioning. These reductions hold even in the presence of log-normal tail
latencies, with 10–40% savings sustained across all benchmarks.

Synchronization of logical qubits. We identified four sources of desynchronization in
realistic FTQC systems: the use of heterogeneous codes for non-Clifford gate production
(e.g., color codes, qLDPC codes), dropout-adapted syndrome circuits with longer cycle times,
twist-based lattice surgery, and chiplet-boundary latencies in modular architectures. In all
cases, a synchronization slack τ must be eliminated before two patches can participate in
lattice surgery.

We defined and evaluated four synchronization policies. The Passive policy idles the
leading patch, concentrating all decoherence exposure in a single interval. The Active policy
distributes the slack across d QEC rounds, reducing the idle period per round and the
Hamming weight spike at the lattice surgery boundary. On superconducting hardware,
Active synchronization achieves up to 2.4× reduction in logical error rate compared to
Passive. When the two patches have different syndrome generation cycle times, the Extra
Rounds policy avoids idling entirely but can require an impractical number of additional
rounds. The Hybrid policy combines the two: it runs a small number of extra rounds
to reduce the residual slack and then distributes that residual using the Active approach,
achieving up to 3.4× LER reduction at d= 15. On neutral atom platforms, long coherence
times reduce the impact of idling, making Active or Passive preferable—the extra rounds
incurred by Hybrid increase the LER rather than reducing it.

Outlook. Together, the elastic decoder scheduling framework and the synchronization
policies constitute the core of a quantum operating system for fault-tolerantmachines. Just as
a classical OSmultiplexes CPU cores across processes and coordinates shared-memory access
between threads, the QOS must multiplex a finite pool of accelerated decoders across a large
ensemble of logical qubits and enforce timing alignment before inter-qubit operations. The
analyses in this chapter suggest that neither problem is intractable: intelligent scheduling
reduces decoder hardware requirements substantially below naive provisioning, and active
synchronization keeps the logical error rate close to that of an ideally synchronized system.
Realizing these policies in hardware will be an essential step toward practical, large-scale
fault-tolerant computation.
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Chapter 6

Related Work

A significant research effort is underway to create fault-tolerant quantum computers capable
of solving complex, classically intractable problems. This research effort is across the stack
– engineering better qubits, more accurate control and readout systems, efficient QEC
codes and methods for logical operations, fast and accurate decoders, compilers, and useful
algorithms that can exploit the computational power of quantum computers. In this chapter,
we highlight related work that span the topics covered in this dissertation – control and
readout systems, decoding, and systems support for the classical compute infrastructure.

6.1 Low-Level Control Hardware

6.1.1 Qubit control

Efficient qubit control is crucial to scale quantum computers. While most control platforms
use discrete FPGAs and analog ICs, we expect Radio-Frequency Systems on Chips (RFSoC)-
based and custom ASIC-based solutions to grow in the future.

Room-temperature control platforms. The dominant control paradigm synthesizes
microwave pulses at room temperature and delivers them to the qubits over attenuated
coaxial lines. A number of FPGA- and RFSoC-based platforms have made this approach
programmable and increasingly dense. QICK [71, 241] and QubiC [276] are open-source
RFSoC controllers that integrate high-speed DACs, ADCs, and a real-time processor on a
single device, and subsequent work has extended them to frequency-multiplexed generation,
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mixer-free readout, and multi-board synchronization at sub-100 ps alignment [71, 231].
Intel’s instruction-driven controller similarly replaces precomputed waveform tables with a
direct digital synthesis pipeline driven by an instruction set [129]. These platforms confront
the same bottleneck COMPAQT addresses—each generated channel consumes waveform-
memory bandwidth that grows with the qubit count—but they treat the waveform as an
incompressible stream. COMPAQT is complementary: its compressed-memory microarchi-
tecture can be retrofit beneath the signal generators of such platforms to raise the number
of channels a given device can drive.

Cryogenic CMOS controllers. To shorten the control path and reduce the number of
wires crossing thermal stages, a second line of work moves control electronics into the
cryostat. Cryo-CMOS controllers such as Intel’s Horse Ridge [277] and the cross-resonance-
capable 4 K ASIC [39], along with low-power transmon controllers [14, 69], demonstrate
in-fridge pulse generation, but all operate under a severe cooling-power budget in which
active power scales with the data moved through the controller. This is precisely the regime
in which COMPAQT’s compression yields a power benefit: by reducing waveform-memory
traffic, COMPAQT lowers the dynamic power of a cryogenic ASIC controller, and our
adaptive scheme trades a controlled amount of fidelity for further power savings. Hybrid
photonic/CMOS schemes [155] attack the same wiring and power problem from a different
angle, distributing shared pulse templates optically while programming envelopes locally—
an architectural choice that, like COMPAQT, exploits redundancy across the waveforms
that must be delivered.

Digital and SFQ-based control. A more radical departure replaces analog microwave
drive with classical superconducting digital logic co-located with the qubits. Single-flux-
quantum (SFQ) control irradiates qubits with trains of quantized voltage pulses [148, 180],
and recent multi-chip-module demonstrations have reduced SFQ gate error by an order
of magnitude by suppressing quasiparticle poisoning [156]. SFQ control sidesteps the
high-bandwidth waveform memory entirely, but at the cost of new fidelity and fabrication
challenges; it is best viewed as a longer-horizon alternative to the DAC-based control that
COMPAQT optimizes for near- and intermediate-term systems.
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Reducing what must be stored and streamed. Orthogonal to the hardware substrate,
a body of compiler and instruction-set work reduces the quantity of distinct pulses a system
must calibrate, store, and stream. Calibration- and expressivity-efficient instruction set
design [146] shows that a small set of two-qubit gate types captures most of a continuous
family’s expressivity while sharply cutting calibration overhead, and per-qubit basis-gate
selection [150] and reconfigurable continuous ISAs [278] push further on this tradeoff. These
techniques shrink the number of waveforms; COMPAQT instead shrinks the footprint and
bandwidth of whichever waveforms remain, and the two are mutually reinforcing—a leaner
instruction set produces a waveform set that is itself more amenable to the compile-time
compression COMPAQT relies on.

Architectural studies of the control interface. Finally, architecture-level studies have
characterized the control interface as a scalability bottleneck in its own right. QIsim [187]
models a 10K-qubit quantum-classical interface and exposes the wiring, power, and tem-
perature tradeoffs of scaling it, while subsequent work on low-latency feedback [256] and
tightly integrated hybrid execution [251] targets the round-trip latency between control
and computation that error correction will demand. COMPAQT contributes to this broader
effort by removing the waveform memory as a first-order limit on how many qubits a single
control device can address.

6.1.2 Qubit readout

Qubit-state discrimination sits on the critical path of every measurement, so a discriminator
must be simultaneously accurate, fast, and cheap enough to run on the readout hardware
already present in a control system. Prior work tends to optimize one or two of these axes
at the expense of the third. We organize the discussion around the accuracy–latency–cost
tension that HERQULES targets and position our hierarchical matched-filter-plus-network
design against each line of work.

Classical and statistical discriminators. The conventional approach integrates the
readout signal against a matched filter and applies a linear threshold or a support-vector
machine [91, 169]. These methods are lightweight and fast, and remain the default in most
experimental setups, but they assume well-separated Gaussian distributions and degrade
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in the presence of readout crosstalk, state-transition (T1) events, and leakage. HERQULES
retains a matched filter as its front end—inheriting this efficiency—but replaces the single
linear decision boundary with a hierarchy that recovers the accuracy lost to these non-
idealities.

Neural-network discriminators. To compensate for system-dependent non-idealities, a
body of work applies neural networks to single-shot discrimination. Lienhard et al. [149]
showed that fully connected feedforward networks reduce assignment error by up to 25% on
frequency-multiplexed superconducting qubits, primarily by suppressing readout crosstalk,
and related work has applied networks to spin [245], neutral atom [190], and trapped-
ion [72] readout. These designs establish that learned discriminators are more accurate, but
the networks are large enough that discrimination is typically performed in software off
the FPGA, adding latency that is unacceptable for fast feedback and QEC. HERQULES is
motivated directly by this gap: it attains comparable accuracy with a network small enough
to run on the control FPGA, removing the software round-trip.

Hardware-accelerated discrimination. A more recent line of work attacks the latency
problem by mapping discriminators onto FPGA fabric directly. Gautam et al. [92] deploy a
quantized feedforward network on an RFSoC to discriminate five frequency-multiplexed
qubits in under 50 ns, and report an even leaner SVM variant; KLiNQ [108] uses knowledge
distillation to shrink the per-qubit network footprint. These efforts share HERQULES’s goal
of low-latency, on-hardware discrimination and in several cases postdate and build on it;
the distinguishing idea in HERQULES is architectural rather than purely an implementation
optimization—a hierarchy of matched filters does most of the separation work, so the learned
component can be small without sacrificing accuracy or requiring qubit-specific retraining.

Readout beyond binary discrimination. Discrimination is also being pushed be-
yond the two-state setting. Multi-level readout that resolves leakage to higher transmon
states [189] is increasingly important because leakage is a dominant correlated error source
for QEC, and learned temporal post-processors [130] and reservoir-computing discrimina-
tors [128] target the same accuracy ceiling from different algorithmic directions. Reinforce-
ment learning has also been used to co-optimize the readout pulse itself rather than only the
classifier [43]. These directions are complementary to HERQULES: the hierarchical-filter
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structure is agnostic to the number of target states and provides a natural substrate into
which multi-level or leakage-aware classification can be folded.

Readout as a system-level bottleneck. Finally, architecture-level work treats readout
fidelity and latency as first-order constraints on system performance, since assignment error
feeds directly into NISQ program fidelity and into the logical error rate of the surface code,
and since slow readout lengthens the QEC cycle. Measurement-aware techniques such as
measurement subsetting [57] improve effective fidelity at the program level, while our own
readout-architecture studies [175] examine the security implications of these discriminators.
HERQULES contributes to this system view by making high-accuracy discrimination cheap
enough to run inline, so that readout no longer forces a trade-off between fidelity and the
latency budget of fast feedback.

6.2 Decoding

With experimental demonstrations of QEC codes working in practice [6, 145], research on
fast, accurate decoding has gained more popularity for real-time implementations. While
most works target algorithmic optimizations, FPGA/ASIC/GPU implementations of decoders
have recently become mainstream as well.

Cluster decoders. This class of decoders [61, 63, 113, 115, 142, 268] group nearby detection
events in the decoding graph that are likely caused by the same underlying faults, iteratively
growing and merging clusters until each can be locally corrected. Prior work on FPGA
decoders using clustering/union-find are focused on the surface code [159–161, 271]. Our
FPGA-tailored clustering decoder presented in Chapter 4 proposes a different bookkeeping
and cluster solving technique compared to prior work on surface codes due to the added
complexities of qLDPC codes.

Message-passing decoders. These algorithms exchange information iteratively between
check and fault nodes in a graphical representation of the decoding matrix, with local
update rules that map naturally onto parallel FPGA architectures [202, 260]. The standard
example is Min-Sum belief propagation (BP), which often fails to converge for quantum
LDPC codes [165, 207] in part due to loops and symmetries in the decoding graph. Recent
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advances address these issues through decimation to break loops [65, 66, 74, 75, 101, 258,
279], incorporating memory to damp message oscillations [47, 191, 192], and decoder
ensembling [141], while others learn modified message-update rules by pre-training [158].
The recently introduced Relay decoder [191] performs a sequence of BP runs (“legs”) with
varying memory-strength parameters, progressively breaking trapping sets to improve
convergence and accuracy. Relay shows the best accuracy-speed tradeoff for quantum LDPC
codes, even on FPGAs [172, 191].

Ordered-statistics decoders. OSD algorithms [82, 83, 203] leverage an unconverged
pre-decoder’s output by reprocessing bits according to their estimated reliability. Following
Ref. [217], the standard OSD selects a set S of linearly independent columns of H, ordered
by likelihood, with |S|= rank(H). The corresponding submatrix HS ∈ FM×|S|2 is inverted to
obtain a correction x =H−1

S σ supported on S. However, standard OSD is impractical on
FPGAs [260] because detecting independence and inverting the large rank(H)×rank(H)
matrix dominate runtime, even when optimized for FPGAs [16].

SAT solver-based decoders. Decoders using SAT solvers map the decoding problem
using SAT reductions achieve minimumweight corrections, but are too slow to be considered
for practical real-time applications [19, 198, 229, 282].

Search-based decoders. These decoders leverage fast tree/graph search algorithms for
finding minimum-weight solutions. However, since traversing the entire decoding graph can
be slow, practical implementations use BP as a guide [201], or aggressive pruning [17, 270].
While Tesseract [17] has fast implementations leveraging parallel processing, it along with
other search-based decoders remain impractical for real-time implementations.

Pre-decoders Pre-decoders aim to reduce the average decoding latency by quickly de-
coding trivial syndromes. While we use BP as a pre-decoder in our FPGA-based clustering
decoder, it is possible that other pre-decoders could improve its performance. They thus
function as a filter that delegates hard-to-decode (but rare) syndromes to a second-level
decoder (which will also be slower). AI-based pre-decoding [42] shows promise for the
surface code by reducing decoding latencies to less than 1µs per round on average through
aggressive parallel windowed decoding and using fast GPUs. Cryogenic pre-decoders aim
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to reduce the communication latency incurred during syndrome transfer to the decoder by
placing the pre-decoder close to the quantum hardware at cryogenic temperatures [137, 213].
Other pre-decoders use a variety of heuristics for identifying trivial syndromes [60, 237].

Matching decoders Matching decoders can be used iff any fault flips exactly two detectors
on the decoding graph. These decoders are used extensively for the surface code for this
reason, using the minimum-weight perfect matching algorithm. PyMatching [114] is a
highly optimized version of the MWPM algorithm, and Wu et al. implemented a version of
this decoder on FPGAs [272].

Machine learning-based decoders Machine learning was successfully leveraged for
real-time operation as a pre-decoder by Chamberland et al. [42] using GPUs. Other neural
network approaches have also been proposed [23, 100, 118, 165, 197] but reported long laten-
cies and difficulty in generalizing to logical operations. Gu et al. proposed a convolutional
neural network decoder that exploited the repeating structures present in the decoding
graph for most QEC codes [107] which makes it more scalable than other machine learning
approaches.

6.3 Systems for Quantum Computers

Systems research for the classical control system (encompassing control, readout, decod-
ing, scheduling) has been limited due to the lack of actual systems and higher focus on
downstream components. Some early work on quantum operating systems treated quan-
tum hardware similarly to FPGAs [49], while later work used the same terminology for
scheduling jobs on quantum cloud service providers [99]. Kim et al. presented a follow up
work on the elastic decoder scheduling policies of Chapter 5 [133]. A high-level blueprint
for networked decoders was presented in [160] for multi-logical qubit systems using lat-
tice surgery. A heterogeneous architecture utilizing both surface and qLDPC codes was
introduced in [242] but did not consider the cost of synchronizing logical qubits across
code boundaries. Viszlai et al. [264] presented a speculation-based strategy to speed up
windowed decoding for non-Clifford operations, but operated from a system-level rather
than at a decoder-level.
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Chapter 7

Conclusion and Future Work

“Yes, Mr. Frodo. It’s over now.”

— Samwise Gamgee, The Return of

the King

We have now reached the end of this dissertation. We will provide a recap of the topics
covered in this dissertation, and then discuss future work, and the outlook as we move into
a new paradigm of computing.

7.1 Summary

In this dissertation, we worked throughout the control system stack necessary for realizing
useful, utility-scale fault-tolerant quantum computers. The general theme throughout this
dissertation was to make the control system more robust and scalable, especially as we
increase the number of qubits from a few hundred to thousands over the next decade.
Furthermore, while some solutions and ideas presented in this dissertation target specific
qubit technologies or QEC codes, a lot of them are transferable to other technologies and
codes as well. The ideas developed in this dissertation have also been used to generate tools
that future researchers could find useful, and these tools are presented in the Appendix.

In Chapter 3, we presented COMPAQT and HERQULES: two optimizations to the qubit
control and readout pipeline for superconducting qubits. COMPAQT reduces the size and
bandwidth requirements of the waveform memory used for generating control pulses for
superconducting qubits. Contrary to the usual usage of compression for reducing size,
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COMPAQT leverages compression to reduce the memory bandwidth required for the si-
multaneous control of many qubits, which otherwise limits the scalability of platforms
such as RFSoCs. More specifically, we used a hardware-friendly integer discrete-cosine
transform-based compression algorithm coupled with run-length encoding to compress
single- and two-qubit gate pulses. Even though the compression algorithm was lossy, the
overall effect on gate fidelity was miniscule, which made the control optimization extremely
effective for increasing the number of qubits controlled by a single RFSoC-based controller
by up to 5×. For cryogenic ASIC controllers, waveform compression reduces the size of the
waveform memory, which directly reduces the power dissipated by the controllers. This re-
duction is extremely important in power-constrained cryogenic environments. Even though
COMPAQT targets superconducting qubits, other qubit technologies like quantum dots and
neutral atoms use modulated waveforms for control, which makes COMPAQT viable for
those as well. HERQULES targets the reverse, qubit readout pipeline for qubit state classifi-
cation. It achieves high readout accuracies without using complex, costly hardware. The
primary driver behind HERQULES’s high accuracy is a semi-supervised training algorithm
that helps it identify thermal relaxation errors that occur during readout. These errors
contribute to misclassifications of qubits that were in state ‘1’ as state ‘0’. HERQULES uses
lightweight matched filters for detecting these relaxation errors, and then uses a very tiny
fully-connected neural network for reducing crosstalk errors encountered during readout.
These optimizations make HERQULES orders of magnitude more scalable than other neural
network based classifiers.

In Chapter 4, we introduced an FPGA-tailored clustering decoder for quantum LDPC
codes. This clustering decoder uses belief propagation as a pre-decoder, by using its outputs
to guide the initial clusters on the decoding graph. To make processing on an FPGA more
efficient, the clustering decoder instantiates clusters as one dimensional binary bitmaps,
with lengths equal to the total detector and faults in the decoding graph. This representation
makes cluster growth and merge operations relatively straightforward using simple boolean
logic. For solving a cluster to determine its validity (whether the detectors enclosed in the
cluster have a support within that cluster), the clustering decoder uses a hardware-friendly
linear system of equations solver over binary fields that is designed as a systolic array. This
allows for fast FPGA clocks and a linear runtime complexity. While the proposed clustering
decoder does not perform as well as pure message passing decoders like Relay, it gives us
an important insight into what kind of decoders must be pursued in the future for real-time
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usage. Furthermore, the clustering decoder could be useful for decoding logical operations
and could also be improved by using Relay within a smaller cluster.

In Chapter 5, we moved further up the control stack and exposed two problems large-
scale fault-tolerant quantum computers will face. The first is resource provisioning for
decoding, and the second is the synchronization of logical qubits for executing logical
operations. While Chapter 4 focused on a single decoder in isolation, a real FTQC system
will require hundreds to thousands of decoders to decode all logical qubits in the system.
Furthermore, these decoders will be custom, accelerated decoders implemented on FPGAs
or ASICs. It is thus necessary from a scalability standpoint to know what the optimal
number of decoders is for a given QEC code and application. However, for a given system
decoding capacity, it is also important to know how decoding is scheduled, especially if the
demand for decoding is variable. We introduce coarse- and fine-grained scheduling policies,
that create a set of priorities that must be followed in order to prevent resource (decoder)
starvation while ensuring an efficient use of all available decoders. Through the use of
these scheduling policies, we were able to reduce the number of decoders by up to 40%
compared to a simple worst-case provisioning of decoders. Just as utility-scale fault-tolerant
quantum computers will require a system of decoders, logical operations between logical
qubits on these computers will require those qubits to be synchronized. As systems scale,
guaranteed synchronization between these logical qubits will become harder. This will be
further exacerbated by the use of multiple QEC codes in the same system. We introduce
three synchronization policies that aim to reduce the cost of synchronizing logical qubits –
the Active, Hybrid, and Passive policies. The Active and Hybrid policies reduce the cost of
synchronization by proactively inserting delays between QEC rounds, reducing the overall
effect the synchronization idle time has on the logical error rate. While these policies were
primarily evaluated for the surface code, they will be applicable for all kinds of codes and
qubit technologies.

7.2 Future Work

Despite the contributions of this dissertation, there are many open and unexplored problems
that must be addressed to build useful fault-tolerant quantum computers.
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Real-time decoding graph partitioning. Chapter 5 presented elastic decoders, where
decoding was scheduled on decoders based on predefined heuristics. However, decoders
operate on decoding graphs which in turn are determined from the physical qubits that
form the logical block. By dynamically assigning decoders to logical qubits, these graphs
must be partitioned in real time. The need for partitioning, however, is not specific to
scheduling: logical operations themselves reshape the decoding graph. A lattice surgery
merge or split reconfigures the surface-code matching graph at runtime, and spatially
parallel decoders must therefore have their windows—and the artificial boundaries between
them—generated on the fly rather than assumed at compile time, an aspect left open by
existing parallel- window decoding schemes [234]. This is especially important for qLDPC
codes, where complex ancilla systems are used for measuring Pauli operators [51, 280]: these
constructions induce time-varying decoding graphs with little geometric locality, so the
planar window boundaries that suffice for the surface code do not transfer, and partitioning
becomes a substantially harder problem. Because partition boundaries cut correlated error
mechanisms, partition quality trades directly against decoding accuracy, making real-time
partitioning a joint accuracy–latency optimization rather than a purely geometric one.

Handling heterogeneous decoders. Research on pre-decoders, along with logical oper-
ations that utilize ancilla systems [50, 51], introduces multiple types of decoders in the same
system. For example, NVIDIA’s AI-based pre-decoders [42] use a transformer architecture
on high-end GPUs to resolve common syndromes at sub-microsecond latencies, escalating
only the residual, harder syndromes to a slower but more accurate second-level decoder.
Coupling such a pre-decoder with a global decoder that may itself be implemented on
separate hardware (to avoid long decoder tail latencies) makes scheduling substantially
more complex. The decoders no longer differ only in speed and accuracy: they occupy
different points in a latency-and-locality hierarchy, with a pre-decoder placed close to the
QPU while a GPU-based global decoder may reside at room temperature or on a separate
accelerator, where the data-movement latency between them consumes part of the real-time
budget. Scheduling must therefore decide not only which decoder handles a syndrome but
where it runs and at what communication cost—a joint placement-and-scheduling problem.
This heterogeneity also interacts with the active/idle asymmetry exploited in Chapter 5:
lightweight pre-decoders may suffice for idle memory qubits, while accurate decoders are
reserved for active qubits on the critical path and for magic states that demand very low
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logical error rates. Finally, because pre-decoders have low average but high tail latency on
escalation, a real-time system must provision for the tail rather than the mean, requiring
synergy between all components.

Minimizing control system latencies for magic state production. Magic states are
the most important algorithmic resource for executing programs on a fault-tolerant quantum
computer. Preparing these states using techniques such as cultivation [98] requires a tight
classical control loop: cultivation is post-selected, growing a state and then accepting or
rejecting it based on stabilizer and GHZ checks and complementary-gap thresholding,
restarting on rejection. Because the acceptance probability decreases sharply with code
distance, the time to produce a usable state is variable and data-dependent. This variability
makesmagic state production not only a throughput concern but a primary source of the very
desynchronization studied earlier in this chapter, since a consumer waiting on a cultivated
state cannot know in advance when it will arrive. Reducing the classical control latency in
this loop therefore has a dual benefit: it improves cultivation throughput and it tightens the
timing variance that synchronization policies must absorb. Crucially, the feedback budget is
set by the same per-round cycle time (∼1µs for superconducting qubits) that the control
and readout optimizations of Chapter 3 target, so the low-latency waveform control and
qubit-state discrimination developed there feed directly into this loop. Understanding the
impact of classical control latency on the efficacy of these protocols is an open question,
and co-optimizing the control system to reduce this feedback latency across waveform
generation, readout, and decoding is an interesting problem.

Fault tolerance of the classical control infrastructure. As the number of logical qubits
grows to thousands and the classical control infrastructure expands to match—racks of
FPGAs, ASICs, and GPUs, connected by high-speed networks. The classical hardware itself
will experience failures at non-negligible rates. A single decoder failure today stalls one log-
ical qubit; at scale, classical failures could corrupt Pauli frame tracking, mis-route syndrome
data, or silently drop critical decode outputs. Making the classical control infrastructure
fault-tolerant with redundancy, error detection, and reconfiguration protocols is an open
engineering and systems problem that has received almost no attention in the literature.
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7.3 Closing Remarks

We are in exciting times in the world of computing. With AI and quantum computing, we
are making fast progress towards solving problems that might have looked impossible a
decade ago. While the field of quantum computing is still in its infancy, the progress made
over the past five years is incredible. Most of the last decade was spent maturing qubit
technologies, QEC codes, and developing algorithms that can exploit the computational
advantage offered by quantum computers. The next decade should see rapid scaling in
the number of qubits, more advances in QEC codes and decoding, and more experimental
demonstrations of QEC. But scaling the number of qubits is only half the story. Every
additional logical qubit must be controlled, read out, decoded, and coordinated, and the cost
of these classical responsibilities grows with the machine. If the control system does not
scale alongside the qubits, it (not just the qubits) becomes the bottleneck. This dissertation
has worked to keep that from happening: by reducing the cost of control and readout,
accelerating decoding, and introducing a runtime layer to orchestrate decoders and logical
qubits, it advances the classical infrastructure on which a scalable fault-tolerant quantum
computer will depend. Some of these ideas are useful today, but it is the forthcoming era of
scaling that they truly target.

Remember to look up at the stars and not down at your feet.

— Stephen Hawking
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Appendix A

Tools and Frameworks

In this appendix, we briefly describe software tools and frameworks created for evaluating
designs and ideas presented in this dissertation.

A.1 HERQULES

HERQULES, presented in Chapter 3, uses a hierarchical approach for qubit state discrimina-
tion. The first level consists of two pairs of matched filters per qubit – one for discriminating
between states 0 and 1, and the other for detecting 1→ 0 transitions occurring during read-
out. The second level is a small neural network that combines the outputs of the matched
filters from all qubits. This achieves two things: selects the right matched filter outputs for
all qubits, and detects crosstalk errors due to multiplexed readout.

HERQULES is available online at: https://github.com/satvikmaurya/HERQULES.
We now describe the training and inference subroutines of HERQULES.

A.1.1 Training

Training proceeds in two stages, given in Algorithm 4. The matched filters in the first
stage are constructed analytically from labeled calibration traces—each envelope is the
variance-normalized mean difference of two trace populations, windowed to shorten the
integration time—and are not trained. With the filters frozen, the second stage trains the
10→10→20→32 multilayer perceptron on their ten outputs against the true joint-state
labels.

https://github.com/satvikmaurya/HERQULES
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Algorithm 4: HERQULES training (two stages)
Require: Calibration traces per qubit q: ground Xq0 , excited X

q
1 , relaxation X

q
r ;

window lengths wq; joint-state labels y
Ensure: Frozen filters {e01q ,erq} and trained network N

// Stage 1 — build matched filters (analytic, no training)
1 for each qubit q ∈ {1, . . . , 5} do
2 balance class sizes of (Xq0 ,X

q
1 ) by random subsampling

3 f 01
q ←mean(Xq0 −X

q
1 )/var(X

q
0 −X

q
1 ) // SNR-weighted envelope

4 f rq←mean(Xqr −Xq0 )/var(X
q
r −X

q
0 ) // 1→0 detector

5 bq← Boxcar(wq) // truncate integration window
6 e01q ← f 01

q ⊙bq; erq← f rq⊙bq
7 end

// Stage 2 — train the second-level network on filter outputs
8 for each training shot with traces {xq} do
9 z←

[
⟨xq,e01q ⟩, ⟨xq,erq⟩

]5
q=1 // 10 features

10 end

11 initialize MLP N : 10→10→20→32 (ReLU, Xavier)
12 for epoch = 1 to 100 do
13 η← 0.01×0.1 |{t∈{30,60,90}:epoch⩾t}| // ×0.1 at epochs 30, 60, 90
14 update N with Adam on cross-entropy loss, batch size 512
15 checkpoint N if validation accuracy improves
16 end

17 return best-validation N and frozen filters

A.1.2 Inference

Inference is strictly feed-forward, with no iterative computation, as shown in Algorithm 5.
Each trace is reduced to its matched-filter outputs by one dot product per filter; the ten scalars
pass through the network in a single forward pass; and the argmax of the 32-way softmax
gives the joint state, from which per-qubit assignments are recovered by bit extraction. This
keeps the discriminator within the latency budget of on-hardware readout.

A.2 decoder-bench: Benchmarking QEC Decoders

In Chapter 4, we presented an FPGA-tailored version of the clustering decoder for qLDPC
codes. This research revealed a gap in the benchmarking of decoders – every researcher used
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Algorithm 5: HERQULES inference (feed-forward)
Require: Readout traces {xq}5q=1; frozen filters {e01q ,erq}; network N

Ensure: Per-qubit assignments (s1, . . . ,s5)
1 for each qubit q ∈ {1, . . . , 5} do

// Level 1: one dot product per filter
2 z2q−1← ⟨xq,e01q ⟩; z2q← ⟨xq,erq⟩
3 end

4 p← softmax
(
N(z)

)
// Level 2: single forward pass, 32-way

5 k← argmaxj pj // joint five-qubit state
6 for q= 1 to 5 do

// recover per-qubit bits
7 sq← k mod 2; k← ⌊k/2⌋
8 end

9 return (s1, . . . ,s5)

their own noise model and assumptions while evaluating decoders, which resulted in incon-
sistencies across different evaluations and papers. To standardize decoder benchmarking
for QEC, we thus developed a framework decoder-bench [179].

decoder-bench is available online at: https://github.com/satvikmaurya/decode
r-bench. We now give a brief overview of decoder-bench.

A.2.1 Trace Generation

The following information is needed to evaluate a QEC decoder:
• The parity check matrix H.

• Syndromes obtained by repeatedly1 measuring the check qubits.

• A list of priors, or weights, which correspond to the probability of a fault happening. The
length of this list is equal to the number of columns of H.

• The observable matrix A: This matrix maps the faults of the check matrix to the logical
qubits’ information stored in the code.

1The number of repetitions is predefined in the QEC circuit for simulations. In reality, the number of
repetitions of the syndrome generation circuit depends on the program.

https://github.com/satvikmaurya/decoder-bench
https://github.com/satvikmaurya/decoder-bench
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Figure A.1: decoder-bench: Given a circuit and noise model, decoder-bench generates
the parity check matrix, priors, the observable matrix, and samples syndromes, observables
using Stim. A hash map is used for ensuring only unique syndromes (and observables) are
sampled.

• The measured observablesΩ: The final measurement of the logical qubit(s) in the code.
A ‘trace’ dumped by decoder-bench is thus a dataset that includes all of the above

information. The blocks used to generate these traces, as shown in Figure A.1, are described
in greater detail below.

A.2.1.1 Circuits

decoder-bench takes a circuit-first approach, where circuits are defined using Stim [94].
This allows any stabilizer circuit that represents a QEC code to be used for benchmarking
decoders. decoder-bench currently supports circuit generation for surface code, color
code, and bivariate bicycle (qLDPC) code [29] memory experiments as well as surface code
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lattice surgery experiments. These circuits can be generated for any code distance, and in
any measurement basis (X/Z).

A.2.1.2 Noise models

decoder-bench supports three noise models: code-capacity, phenomenological, and circuit-
level. The code-capacity and phenomenological noise models add depolarizing noise to the
data qubits at the start of every round with the configured error rate p. The phenomenolog-
ical noise model adds measurement errors with an error rate of p as well. The circuit-level
noise model is derived from the SI1000 noise model used in [6]. This noise model assumes
the use of superconducting qubits with a syndrome generation cycle time of 1000 ns. Error
rates are operation-specific – for a configured physical error rate p,
• Measurements have an error rate of 5p.

• Single-qubit gates have an error rate of p/10.

• Two-qubit gates have an error rate of p.

• Resets have an error rate of 2p.

• Idling qubits experience depolarizing errors with an error rate of p/10.
With a noise-annotated circuit, decoder-bench can generate the H,A matrices as well

as the list of priors. Generating syndromes and observables is then performed by the
sampling block.

A.2.1.3 Sampling

decoder-bench uses Stim [94] to sample syndromes and observables from a noise-annotated
circuit. Since this sampling is random, the same syndrome can be sampled multiple times,
especially for small code distances. To avoid this, decoder-bench hashes the syndromes it
has seen already and stores them in a hash map. This allows decoder-bench to store only
unique syndromes. Syndromes and observables have a 1:1 mapping, so discarding a duplicate
syndrome discards the corresponding observable as well. This sampling methodology of
ensuring datasets with unique syndromes is advantageous because:
• Decoders are tested on a wider variety of error patterns.

• Decoders are evaluated fairly on the same set of decoding problems.



163

|𝑚⟩
𝑞0

|𝑞𝑁⟩

Layout

Benchmark

Lattice Surgery
Compiler

ZGate 78;
PPR 18:Z,8:Z;
Init 138 |+>;

LLI IR

Rewrite
pass

Num. Decoders

LLI

Figure A.2: Compiler workflow – our rewrite pass changes the IR schedule based on the
number of available decoders.

• Decoders that target common/easy to decode syndromes are also compared fairly.

• Redundancies are eliminated from the datasets.

A.2.2 Trace Evaluation

Once the traces for a particular decoding problem have been generated, the accuracy of a
decoder can be evaluated using the following methodology:
• Given an input syndrome, the parity check matrix, and the priors, the decoder makes a
prediction F̂ that satisfies HF= σ.

• The predicted state of the logical qubit (observable) isΩ ′ =AF̂.

• The measured observable stored in the trace dataset is Ω. A logical error (and thus a
decoder error) is deemed to have happened ifΩ ̸=Ω ′.

A.3 Elastic Decoders and Scheduling

In Chapter 5, we presented the notion of elastic decoders and introduced coarse- and fine-
grained decoder scheduling policies. Figure A.2 shows the high-level methodology for
decoder provisioning and scheduling. The source code is available at https://github.c
om/satvikmaurya/decoder-resources.

A.3.1 Scheduling

Each logical qubit accrues a temporal backlog of undecoded syndrome rounds, and each
lattice-surgery operation additionally creates a spatial decoding task whose size scales
with the routing distance between the participating patches. Algorithm 7 processes one

https://github.com/satvikmaurya/decoder-resources
https://github.com/satvikmaurya/decoder-resources
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slice at a time: it generates the temporal and spatial tasks for that slice, assigns priorities
(critical non-Clifford decodes highest, then Y-state injection, then routine decodes), and
serves them from the decoder pool in priority order, with temporal tasks preferred over
spatial ones. A task that cannot be fully served is either partially decoded or deferred to
the next slice. Any decoders left over are spent on the remaining qubits according to the
scheduling policy—MLS (decode the longest backlog first), RR (round-robin), or MFD (use a
lookahead over the IR to favor the most frequently decoded qubits). Qubits left undecoded
in a cycle accrue further backlog, and the simulator records both the decoder utilization and
the longest backlog across the run.

A.3.2 Capacity planning

Given the scheduler, we then provision the smallest decoder pool that still meets the real-
time deadline. Algorithm 6 binary-searches the pool size: for a candidate count it runs the
scheduler and checks whether the resulting longest backlog stays within a fixed tolerance,
shrinking the budget when feasible and growing it otherwise. The result is the minimum
number of decoders the program requires under a given policy, which we show is far below
the worst- and average-case baselines because active and idle qubits make very different
demands on the pool.

Algorithm 6: Decoder capacity planning (provisioning)
Require: Benchmark IR; policy π; backlog tolerance β
Ensure: Minimum decoder count N⋆ meeting the real-time deadline

1 lo← 1; hi← number of logical qubits; N⋆← hi
2 while lo⩽ hi do

// binary search on pool size
3 N← ⌊(lo+hi)/2⌋
4 backlog← Schedule(N,π).longestBacklog // Algorithm 7
5 if backlog⩽ β then

6 N⋆←N; hi←N−1 // feasible: try fewer
7 else

8 lo←N+1 // infeasible: need more
9 end

10 end

11 return N⋆
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Algorithm 7: Elastic decoder scheduling (per program slice)
Require: Compiled IR slices {St}; decoder budget N; policy π∈ {Mls,Rr,Mfd};

window size w
Ensure: Per-qubit backlogs and decoder utilization over time

1 bq← 0 for every logical qubit q // temporal syndrome backlog
2 for each slice St do
3 pool←N; Q←∅; heap←∅ // fresh budget each cycle
4 for each operation in St do
5 if op is ReqestMagicState then
6 record pending non-Clifford operand
7 end

8 else if op is MultiBodyMeasure on operand ρ then
9 p← 1000 if ρ non-Clifford (critical), else 5 if Y-injection, else 1

10 push spatial task: ⌈dist(ρ)/w⌉ decoders, priority p
11 for q ∈ ρ with bq > 0 do
12 push temporal task: ⌈bq/w⌉ decoders, priority p
13 end

14 end

15 end

// serve operation-driven tasks by priority (temporal before
spatial)

16 while heap ̸=∅ do

17 τ← pop-max(heap); d← decoders(τ)
18 if d⩽ pool then
19 assign: pool−= d; reset bq; mark q ∈Q
20 end

21 else if τ temporal then
22 assign partial min(pool,d); reduce bq
23 end

24 else

25 τ.priority++; defer τ to next slice
26 end

27 end

// spend leftover decoders by policy π

28 order undecoded qubits by π: longest backlog (Mls) / round-robin (Rr) /
lookahead critical-decode count (Mfd)

29 for q in that order while pool> 0 do
30 d←min(pool,⌈bq/w⌉); pool−= d; reduce bq; mark q∈Q
31 end

32 bq += 2ℓdec for every q /∈Q // undecoded qubits accrue backlog
33 record utilization N−pool and maxqbq
34 end

35 drain deferred critical tasks past the last slice (bounded)
36 return backlog history, decoder utilization, longest backlog maxqbq
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